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Lab 1 - Learning the Lab Environment
In this lab, you will learn the Lab Environment for this class. You will also learn the tools 
and techniques that can help you do the course's hands-on exercises.

Part 1 - The Lab Environment
Every student in this class will get a dedicated Lab Server to perform lab activities.  The 
Lab Server is a Ubuntu 18.04.2 LTS 64-bit Desktop virtual machine (VM) deployed 
either on-premise or in the cloud.  To perform lab activities, you will need to connect to 
your Lab Server using the instructions sent to you by the WebAge Support prior to the 
class.

The password for the wasadmin account you will be using once you are connected to 
your Lab Server is wasadmin

Note:
If you have a problem while working on a lab in the virtual class delivery environment, 
let the instructor know the following three pieces of information:

1. The lab number (or the lab title)

2. The lab part (printed in the lab as Part # - <Part Name>, e.g. Part 3 - Read the Input 
File )

3. The lab step number (lab step numbers are prefixed with two underscores, e.g. _2)

__1. Connect to your dedicated Lab Server.

Take some time to get familiar with the Lab Environment.

For command-line instructions, use the Terminal application that is available from the 
Favorites toolbar located at the bottom of the desktop.

__2. Start the Terminal application by either clicking its icon on the Favorites toolbar, or 
pressing Ctrl-Alt-T

When you need to manage multiple Terminal windows, you may want to start grouping 
them in one master window with multiple Terminal windows attached to it through tabs.

This option is available through the Terminal's File > New Tab menu option.

__3. You can stop and close the Terminal application by either clicking the x button in the 
upper right corner or typing exit

__4. For browser-related activities, use the Firefox browser; for file-management, use the 
File application.

Both applications are located to the left of the Terminal application icon.
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Part 2 - Text Editing
For text editing, you have these three options:

1. Use gedit (the GUI editor)

2. Use the vim editor

3. Use the nano editor (the short-cuts used by nano are given at the end of the 
document)

Feel free to download and install any of the Ubuntu-supported editors you are 
comfortable working with.

Most text-editing lab instructions will be done using nano.

The gedit GUI editor can be loaded by first clicking the Show Applications button in the 
bottom right corner of the Desktop and then start typing text

Note: You can also have gedit permanently added to the Favorites toolbar, should you 
wish so.

The gedit editor can also be used from the command line – you can do it as follows (do 
not forget the & character at the end of the command):

Part 3 - Sundry Commands and Techniques
The big thing to remember is that Unix / Linux commands, file and folder names are 
case-sensitive: foo and Foo are two different things.

The Linux terminal window supports the folder and file name auto-completion feature 
which allows you to type the initial part of the directory or file name and complete it by 
pressing the Tab key.

To quickly view the contents of a file, use the cat command, e.g. cat myfile.dat

Before you do this, though, you may want to first check the size of the file using this 
command: ls -lh

If the file is big, or you would just like to browse through it, use the less command that 
takes the name of the file as an argument , e.g. less your_filename

The less command helps you navigate through the file back and forth by using the arrow 
and PgUp and PgDown keys; when you are done and wish to exit, enter q.

In order to get some information about your position in a file, use the -M switch when 
you start less, like so: less -M files.dat

Command-line shortcuts

Use the following shortcuts to quickly navigate along a single command line:

Ctrl-a Moves the cursor to the start of the line.

Ctrl-e Moves the cursor to the end of the line.

Ctrl-k Deletes (kills) the line contents to the right of the cursor.
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Ctrl-u Deletes the line contents to the left of the cursor.

Part 4 - Start Splunk and Login to Splunk Web UI
In our Lab Environment we use Splunk Free edition.  This license differs from the Full 
Enterprise Edition in a number of supported features, such as clustering and alerting; it 
does not support user authentication and role management, it also has a daily cap of  0.5 
GB/day of indexing volume.

__1. Open a new terminal (Ctrl-Alt-T for Ubuntu), or use your mouse to click the 
Terminal icon at the bottom of the Lab Server desktop.

__2. Change directory to control (the full path should be: /home/wasadmin/control/)

cd  control

__3. Enter the following command to start the Splunk Enterprise server:

./start_splunk.sh

Wait for the initialization to complete to see these messages:

Waiting for web server at http://127.0.0.1:8000 to be available... Done

. . .

The Splunk web interface is at http://lab-server:8000

Note: You can stop Splunk with this command: stop_splunk.sh

__4. Open the Firefox browser, and navigate to http://localhost:8000

You will be taken to the Splunk Home page right away.

Note: In the Splunk Enterprise Edition, you will be prompted with a login page asking 
for your credentials:

Despite the fact that there is no login required in our Lab Environment, we will be 
referring to this step as Log into the Splunk web interface (web UI)

When you will be working in your lab environment, you will notice that your pages may 
lack some of the elements / widgets, like the Administrator menu bar, that are shown on 
the lab instruction screenshots.
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Part 5 - The nano Text Editor on Ubuntu
You start nano by typing nano at the command prompt.

You can see the more important context key short-cuts at the bottom of the nano editor. 
When the Lab Server VM runs on a Windows ® host, you have the following short-cuts:

The ^ character represents the Ctrl key

The M character represents the Alt key

The most often used short-cuts when

• Save the file without leaving editing: Ctrl-O  (Ctrl-S may work as well)

• Exit nano: Ctrl-X

• Cut & Paste text: Ctrl-K   Ctrl-U

• Search: Ctrl-W

• Undo text edits: Alt-U

The full list of nano's short-cuts is shown below; some Function keys may not work as 
expected.

^G (F1)            Display this help text
^X (F2)            Close the current file buffer / Exit from nano
^O (F3)            Write the current file to disk
^J (F4)            Justify the current paragraph

^R (F5)            Insert another file into the current one
^W (F6)            Search for a string or a regular expression
^Y (F7)            Move to the previous screen
^V (F8)            Move to the next screen

^K (F9)            Cut the current line and store it in the cutbuffer
^U (F10)           Uncut from the cutbuffer into the current line
^C (F11)           Display the position of the cursor
^T (F12)           Invoke the spell checker, if available

^_ (F13)   (M-G)   Go to line and column number
^\ (F14)   (M-R)   Replace a string or a regular expression
^^ (F15)   (M-A)   Mark text at the cursor position
        (F16)   (M-W)   Repeat last search

M-^             (M-6)   Copy the current line and store it in the cutbuffer
M-}                     Indent the current line
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M-{                     Unindent the current line

^F                      Move forward one character
^B                      Move back one character
^Space                  Move forward one word
M-Space                 Move back one word
^P                      Move to the previous line
^N                      Move to the next line

^A                      Move to the beginning of the current line
^E                      Move to the end of the current line
M-(             (M-9)   Move to the beginning of the current paragraph
M-)             (M-0)   Move to the end of the current paragraph
M-\             (M-|)   Move to the first line of the file
M-/             (M-?)   Move to the last line of the file
M-]                     Move to the matching bracket
M--             (M-_)   Scroll up one line without scrolling the cursor
M-+             (M-=)   Scroll down one line without scrolling the cursor

M-<             (M-,)   Switch to the previous file buffer
M->             (M-.)   Switch to the next file buffer

M-V                     Insert the next keystroke verbatim
^I                      Insert a tab at the cursor position
^M                      Insert a newline at the cursor position
^D                      Delete the character under the cursor
^H                      Delete the character to the left of the cursor
M-T                     Cut from the cursor position to the end of the file

M-J                     Justify the entire file
M-D                     Count the number of words, lines, and characters
^L                      Refresh (redraw) the current screen

M-X                     Help mode enable/disable
M-C                     Constant cursor position display enable/disable
M-O                     Use of one more line for editing enable/disable
M-S                     Smooth scrolling enable/disable
M-P                     Whitespace display enable/disable
M-Y                     Color syntax highlighting enable/disable

M-H                     Smart home key enable/disable
M-I                     Auto indent enable/disable
M-K                     Cut to end enable/disable
M-L                     Long line wrapping enable/disable
M-Q                     Conversion of typed tabs to spaces enable/disable

M-B                     Backup files enable/disable
M-F                     Multiple file buffers enable/disable
M-M                     Mouse support enable/disable
M-N                     No conversion from DOS/Mac format enable/disable
M-Z                     Suspension enable/disable
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Lab 2 - Local File Upload
In this lab, you will learn how to upload a local file to the Splunk Enterprise server which 
acts in the Indexer role.  

Uploading local files to Splunk is a rather straightforward process as long as Splunk 
recognizes the format of the timestamp field of each record, if any, present in the file.  We 
will review some of the issues that might arise in regard to missing or unparsable 
timestamps and explore the options for dealing with them in one of the subsequent labs.  

Note:
If you have a problem while working on a lab in the virtual class delivery environment, 
let the instructor know the following three pieces of information:

1. The lab number (or the lab title)

2. The lab part (printed in the lab as Part # - <Part Name>, e.g. Part 3 - Read the Input 
File )

3. The lab step number (lab step numbers are prefixed with two underscores, e.g. _2)

As you progress through the lab, you will be occasionally challenged with questions  answering which 
will help you reinforce your understanding of the learned material.   Not all questions have answers – 
occasionally, a hint is offered.

Questions are denoted by Q:

Answers are denoted by A:   

Hints are denoted by H:

Answers, if any, are given at the end of the Lab Part where the related questions were asked and in the 
same sequence as the preceding questions, or at the end of the lab.

Part 1 - Prepare the Working Environment
__1. Log into the Splunk web interface (Web UI); start Splunk if it is not running.

__2. Open a new terminal and change to the data directory:

cd data

Keep the terminal open.

Part 2 - Check the Input Files
We are going to upload to Splunk the ng_access.log file which was generated by the 
locally deployed nginx web server.

__1. In the terminal window, enter the following command:

less ng_access.log

8



and review the contents of the file.  The file is the standard web access log file, the head 
portion of which is shown below.

127.0.0.1 - - [16/Mar/2020:08:53:37 -0400] "GET / HTTP/1.1" 200 396 "-" "Mozilla/5.0 
(X11; Ubuntu; Linux x86_64; rv:74.0) Gecko/20100101 Firefox/74.0"
127.0.0.1 - - [16/Mar/2020:08:53:37 -0400] "GET /favicon.ico HTTP/1.1" 404 152 "-" 
"Mozilla/5.0 (X11; Ubuntu; Linux x86_64; rv:74.0) Gecko/20100101 Firefox/74.0"
127.0.0.1 - - [16/Mar/2020:08:54:35 -0400] "GET / HTTP/1.1" 200 396 "-" "Mozilla/5.0 
(X11; Ubuntu; Linux x86_64; rv:74.0) Gecko/20100101 Firefox/74.0"
127.0.0.1 - - [16/Mar/2020:08:54:35 -0400] "GET /favicon.ico HTTP/1.1" 404 152 "-" 
"Mozilla/5.0 (X11; Ubuntu; Linux x86_64; rv:74.0) Gecko/20100101 Firefox/74.0"
127.0.0.1 - - [16/Mar/2020:08:54:55 -0400] "GET / HTTP/1.1" 304 0 "-" "Mozilla/5.0 (X11; 
Ubuntu; Linux x86_64; rv:74.0) Gecko/20100101 Firefox/74.0"
127.0.0.1 - - [16/Mar/2020:08:55:45 -0400] "GET / HTTP/1.1" 200 612 "-" "curl/7.58.0"
127.0.0.1 - - [16/Mar/2020:10:02:12 -0400] "GET / HTTP/1.1" 200 612 "-" "curl/7.58.0"
127.0.0.1 - - [16/Mar/2020:10:02:21 -0400] "GET /foobar HTTP/1.1" 404 178 "-" 
"curl/7.58.0"
127.0.0.1 - - [16/Mar/2020:10:05:17 -0400] "GET / HTTP/1.1" 200 612 "-" "curl/7.58.0"
127.0.0.1 - - [16/Mar/2020:10:05:17 -0400] "GET / HTTP/1.1" 200 612 "-" "curl/7.58.0"
 . . .

__2. Type q to stop browsing the file.

__3. Enter the following command to count the number of records (lines) in the file:

wc -l ng_access.log

You should see the following output:

128 ng_access.log

Part 3 - Data Sources
The Splunk Platform supports the following data sources and data acquisition operations:

• File or directory monitoring

• Network (TCP/UDP) streams, HTTP events, logs events, and scripts

Splunk documentation summarizes the supported data sources in this table:

Splunk uses the concept of source type to describe the predefined data formats it 
recognizes.  Splunk users can also define and use their own (custom) data formats by 
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manually creating new data source types.

Data practitioners can also take advantage of about half a thousand data format 
converters between various data feeds (like Microsoft system files, Cisco devices, data 
sitting in the cloud (e.g. AWS), etc.) and the Splunk data processing model.  These 
converters are called apps in Splunk.

__1. In the Splunk Web UI, click Settings >  Add Data

__2. In the Add Data dashboard that opens, click the Upload icon in the bottom left 
corner.

__3. In the Select Source screen, click Select File.

__4. In the file manager that opens, navigate to the /home/wasadmin/data/ directory and 
select ng_access.log

__5. Click Next

Splunk will go ahead and stage the file internally, after which it will present you with the 
Set Source Type screen displaying the results of the initial parsing of the incoming file.
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Here are the most important take-aways:

1. Splunk successfully identified the incoming file as a standard access web log file 
and assigned it to the predefined access_combined source type.

2. All web log records are modeled as instances of the Event object.

3. As part of the index building process, Splunk assigns the Time field (usually 
referred to as _time internal field of each event) to each event object.   As you can 
see, the Time element matches the timestamp of the web log record.  The 
identified timestamp is highlighted to give you visual confirmation.  

__6. Click the View Event Summary link.

By looking at the Event Summary popup's output, you can verify that the events 
originating in your data source have been properly formatted and spaced in time.  

Notice the number of events – 128 – which matches the result of the wc -l ng_access.log 
command you ran previously in the data directory.

On the left side of the screen, the Event Breaks link, if clicked, will show how Splunk 
maps the input file's records into events and defines event boundaries for incoming data.

The Timestamp link shows how Splunk determines what the timestamp for the incoming 
data is.   

Note: Working with timestamps is probably the most important piece of the puzzle, as 
Splunk uses it as a time dimension of your data set, and in our case, Splunk has 
automatically figured out the location and format of the timestamp field from the 
predefined source type.  You may experience some difficulties in getting Splunk to 
correctly parse custom timestamps correctly.  Failure to parse timestamps by Splunk is 
indicated by warning icons next to the offending events.  We will look into such 
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situations in a later lab.

__7. Click Advanced on the left side of the screen.    

Review the displayed settings.

Notice a couple of things here:

LINE_BREAKER indicates that this source type will accept files coming from both 
Windows ® and *ix machines.

The format of the file has been identified as

National Center for Supercomputing Applications (NCSA) combined format 
HTTP web server logs (can be generated by apache or other web servers)

in the category and description fields.

That's all the main elements we need to understand on this screen.

__8. Click Next
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Quickly review the text on the screen, and, should you wish, FAQs.  Do not spend too 
much time, though.

Now, we are going to keep the practical defaults that Splunk offers on this screen:

Here are the important details about what we are about to accept.

The Host field's value –  lab-server – is the host name of this machine, and it will be 
made part of the file's index to be created.  We choose the host as a constant value.  The 
other options would help accommodate more elaborate data ingestion scenarios.  Splunk 
keeps track of the full path of the source files, and should you wish to apply some sort of 
data source labeling, you should see how to use the other two options.  Here is the popup 
help for Segment in path:

Default is mapped to the main index.  An index in Splunk is, essentially, a database that 
Splunk uses to store the data artifacts.  You can create your own index if you have a 
requirement to segment or partition your operational data in some way (e.g. per line of 
business, computing environments – such as Marketing, Testing, UAT, PROD, etc.)  

__9. Click Review

You should see the following summary page:

__10. Click Submit

Note: If your data upload process exceeds the time quota configured in Splunk (it varies), 
you may fail to complete the file upload, when you will be placed back on the Select 
Data screen.  Should that be the case, start the upload procedure from the beginning by 
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repeating the preceding lab instructions.

If your file upload process has been successful, you will be presented with the following 
screen:

__11. Click Start Searching

Splunk will start the Search & Reporting app and present you with the New Search 
page supplying the required metadata elements in the search input window pointing to the 
events in the indexed file you have just uploaded.

Note: The file you upload or otherwise ingest is not stored as a whole single entity in 
Splunk – rather, it is cataloged, indexed, augmented with the related meta-information, 
and stored in separate parts in key-value form for fast searchers.  There is no single 
visual widget in the Splunk Web UI to delete previously uploaded files.  There is a 
process for doing this which we will review in one of the last labs in this course.
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We are not going to practice performing searches for now – we will have a whole lab on 
searches later on.

Here are the main take-away items:

The Search & Reporting App automatically plugged in this query in the search input 
window:

source="ng_access.log" host="lab-server" sourcetype="access_combined"

which matches the original upload summary:

The search results also correctly report the number of the events (128) – mind you that 
this figure may be misleading in some cases, as it aggregates the events from multiple 
data ingestion sources that have the same data source setup.

Q: Just by looking at the list of events displayed, can you identify what type of sorting, in 
your opinion, Splunk uses for displaying the events?

H: Take a look at the timestamps.

Q: Can you find out the granularity of the Timeline and tell what those green boxes 
represent?  (Do not click on those green boxes, though!)

The answers are given at the end of the lab.

__12. Click Settings > Add Data

You should be brought to the Add Data screen.

Part 4 - Finding the Properties of a Given Source Type
Splunk is shipped with the btool utility to list the properties of a given source type.  Let's 
find the properties of the access_combined source type.

__1. In the terminal window, enter the following command:

$SPLUNK_HOME/bin/splunk btool props list access_combined

You should see the following output (truncated for space below):

ADD_EXTRA_TIME_FIELDS = True
ANNOTATE_PUNCT = True
AUTO_KV_JSON = true
BREAK_ONLY_BEFORE =
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BREAK_ONLY_BEFORE_DATE = True
CHARSET = UTF-8
DATETIME_CONFIG = /etc/datetime.xml
DEPTH_LIMIT = 1000
HEADER_MODE =
LEARN_MODEL = true
LEARN_SOURCETYPE = true
LINE_BREAKER_LOOKBEHIND = 100
MATCH_LIMIT = 100000
MAX_DAYS_AGO = 2000
MAX_DAYS_HENCE = 2
MAX_DIFF_SECS_AGO = 3600
MAX_DIFF_SECS_HENCE = 604800
MAX_EVENTS = 256
MAX_TIMESTAMP_LOOKAHEAD = 128
MUST_BREAK_AFTER =
MUST_NOT_BREAK_AFTER =
MUST_NOT_BREAK_BEFORE =
REPORT-access = access-extractions
SEGMENTATION = indexing
SEGMENTATION-all = full
SEGMENTATION-inner = inner
SEGMENTATION-outer = outer
SEGMENTATION-raw = none
SEGMENTATION-standard = standard
SHOULD_LINEMERGE = False
TIME_PREFIX = \[
TRANSFORMS =
TRUNCATE = 10000
category = Web
description = National Center for Supercomputing Applications (NCSA) combined format HTTP 
web server logs (can be generated by apache or other web servers)
detect_trailing_nulls = false
maxDist = 28
priority =
pulldown_type = true
sourcetype =
[access_combined_wcookie]
ADD_EXTRA_TIME_FIELDS = True
ANNOTATE_PUNCT = True
AUTO_KV_JSON = true
BREAK_ONLY_BEFORE =
BREAK_ONLY_BEFORE_DATE = True
CHARSET = UTF-8
DATETIME_CONFIG = /etc/datetime.xml
DEPTH_LIMIT = 1000
HEADER_MODE =
LEARN_MODEL = true
LEARN_SOURCETYPE = true
LINE_BREAKER_LOOKBEHIND = 100
MATCH_LIMIT = 100000
MAX_DAYS_AGO = 2000
MAX_DAYS_HENCE = 2
MAX_DIFF_SECS_AGO = 3600
MAX_DIFF_SECS_HENCE = 604800
MAX_EVENTS = 256

For more information on the btool utility, visit 
https://docs.splunk.com/Documentation/Splunk/8.0.2/Troubleshooting/Usebtooltotroubleshootconfigurations

__2. Keep the browser window open as we are going to use it later.

__3. Close the terminal window.

This is the last step in this lab.
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Part 5 - Answers to Questions
Q: Just by looking at the list of events displayed, can you identify what type of sorting, in 
your opinion, Splunk uses for displaying the events?

A: The events are displayed in descending order with the most recent events placed on 
top.  You can verify this by running this command against the original ng_access.log file 
in the terminal open on the data directory:

tail -3 ng_access.log
You should see the following output:
192.168.172.1 - - [18/Mar/2020:15:07:28 -0400] "GET / HTTP/1.1" 304 0 "-" "Mozilla/5.0 
(Windows NT 10.0; Win64; x64) AppleWebKit/537.36 (KHTML, like Gecko) Chrome/80.0.3987.132 
Safari/537.36"
192.168.172.1 - - [18/Mar/2020:15:07:46 -0400] "GET /do HTTP/1.1" 404 209 "-" 
"Mozilla/5.0 (Windows NT 10.0; Win64; x64) AppleWebKit/537.36 (KHTML, like Gecko) 
Chrome/80.0.3987.132 Safari/537.36"
192.168.172.1 - - [18/Mar/2020:15:07:53 -0400] "GET /do2 HTTP/1.1" 404 209 "-" 
"Mozilla/5.0 (Windows NT 10.0; Win64; x64) AppleWebKit/537.36 (KHTML, like Gecko) 
Chrome/80.0.3987.132 Safari/537.36"

Yes, you can revert the data to the original, ascending order (how to do that will be 
discussed in one of the next labs).

Q: Can you find out the granularity of the Timeline and tell what those green boxes 
represent?  (Do not click on those green boxes, though!)

Splunk calculates the time range of events in a data source and evenly plots them across 
the Timeline.  The granularity in one case is 1 hour per column (as the basic timeline 
unit), which is a calculated value.

The green boxes visualize coalesced events which are groups of activities (HTTP 
requests against the nginx web server, in our case).  If you hover your mouse over a green 
box, you can see the related statistics the box represents.   Do not click the box, as it will 
zoom in on that particular time frame and skew the output.

Part 6 - Review
In this lab, you learned how to upload a local file into Splunk.
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Lab 3 - Local File Upload Project 
In this project, you will apply in practice your knowledge of uploading local files you 
gained in one of the previous labs.

Part 1 - Prepare the Working Environment
__1. Log into the Splunk web interface (web UI); start Splunk if it is not running.

Part 2 - The Input File
We are going to upload to Splunk the S3_files.zip file located in the 
/home/wasadmin/data/ directory.

The file contains redacted (anonymized) log entries from the S3 AWS service.  Splunk 
understands a number of compression codecs, including zip, so you do not need to unzip 
the input file before you onboard it in Indexer.

Part 3 - Upload the File
Use the instructions from the previous Local File Upload lab file to upload the data 
contained in the input zip file.  

Ignore any warnings about non-availability of the file preview.

Notice that there is no Set Source Type screen displaying the results of parsing the 
incoming file and you are taken right in the Input Settings screen.

Accept the defaults.

You should see the following Review page:

When you successfully submit the file for indexing, you will be taken to the page with 
the Start Searching green button.  Click it to go to the Search page.
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Notice that there is no sourcetype field in the search input window that you had in the 
previous lab where you uploaded a regular web log file as Splunk makes some 
reservations here since the log files are small and Splunk believes that there are multiple 
sourcetypes involved.

Part 4 - Questions
Now, try to answer the following questions.

Q: How do you understand the source="S3_files.zip:*" token?

Q: How many events are reported altogether?

Q: How many groups of log entries are there?

  

Q: Why there is a difference between the time captured in the events (log entries) and the 
time reported by Splunk in the Time column?
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Part 5 - Answers to Questions
Q: How do you understand the source="S3_files.zip:*" token?

A: It shows that the zip file is an archive containing multiple files.  You can, actually, 
source individual files by copying the value for the source meta-tag from an event, e.g. 

source="S3_files.zip:./S3_files/2020-03-17-14-42-08-8A93D2B53373FD6B" host="lab-server"

Q: How many events are reported altogether?

A: 62

Q: How many groups of log entries are there?

A: 2  – count the number of green boxes.

Q: Why there is a difference between the time captured in the events (log entries) and the 
time reported by Splunk in the Time column?

A: This is a result of the difference between the Splunk server's time zone and the time 
zone reported in the events (AWS S3 service reports the UTC +0000 time offset).

3/17/20 9:57:20.000 AM   vs [17/Mar/2020:13:57:20 +0000]

The Splunk server used for creating this project was located in the Eastern Time Zone 
(UTC - 4:00, at the lab's writing time).
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	__2.  Change directory to control (the full path should be: /home/wasadmin/control/)
	__3.  Enter the following command to start the Splunk Enterprise server:
	__4.  Open the Firefox browser, and navigate to http://localhost:8000

	Part 5 -  The nano Text Editor on Ubuntu

	Lab 2 -  Local File Upload
	Part 1 -  Prepare the Working Environment
	__1.  Log into the Splunk web interface (Web UI); start Splunk if it is not running.
	__2.  Open a new terminal and change to the data directory:

	Part 2 -  Check the Input Files
	__1.  In the terminal window, enter the following command:
	__2.  Type q to stop browsing the file.
	__3.  Enter the following command to count the number of records (lines) in the file:

	Part 3 -  Data Sources
	__1.  In the Splunk Web UI, click Settings >  Add Data
	__2.  In the Add Data dashboard that opens, click the Upload icon in the bottom left corner.
	__3.  In the Select Source screen, click Select File.
	__4.  In the file manager that opens, navigate to the /home/wasadmin/data/ directory and select ng_access.log
	__5.  Click Next
	__6.  Click the View Event Summary link.
	__7.  Click Advanced on the left side of the screen.    
	__8.  Click Next
	__9.  Click Review
	__10.  Click Submit
	__11.  Click Start Searching
	__12.  Click Settings > Add Data

	Part 4 -  Finding the Properties of a Given Source Type
	__1.  In the terminal window, enter the following command:
	__2.  Keep the browser window open as we are going to use it later.
	__3.  Close the terminal window.

	Part 5 -  Answers to Questions
	Part 6 -  Review

	Lab 3 -  Local File Upload Project 
	Part 1 -  Prepare the Working Environment
	__1.  Log into the Splunk web interface (web UI); start Splunk if it is not running.

	Part 2 -  The Input File
	Part 3 -  Upload the File
	Part 4 -  Questions
	Part 5 -  Answers to Questions

	Lab 4 -  TCP Port Real-time Monitoring
	Part 1 -  Prepare the Working Environment
	__1.  Log into the Splunk web interface (Web UI); start Splunk if it is not running.

	Part 2 -  The Data Source
	__1.  In the Splunk web UI, click Settings >  Add Data
	__2.  In the Add Data dashboard that opens, click the Monitor icon at the bottom of the screen.
	__3.  In the Select Source screen, click TCP/UDP
	__4.  Click TCP, and enter 4321 for port.
	__5.  Click Next
	__6.  In the Input Settings screen, in the Select Source Type, select Miscellaneous > generic_single_line
	__7.  Select (or keep) Search & Reporting in App Context
	__8.  Select IP in Method
	__9.  Click Review
	__10.  Click Submit
	__11.  Click Start Searching

	Part 3 -  Start a TCP Client
	__1.  Open a new terminal and type in the following command (use backticks around the hostname):
	__2.  Arrange the terminal side-by-side with your browser opened on the Splunk web UI so that you can see both windows at the same time.

	Part 4 -  Monitor the Incoming TCP/IP Traffic
	__1.  Switch back to the Splunk web UI.
	__2.  Click the time ranges drop-down to the left of the green search button, and under  REAL TIME select the 30 second window.
	__3.  Click Search (the green button)
	__4.  Switch to the terminal opened on the nc tool, and start entering the "stockbroker action commands" in any sequence you like (the ordering does not matter), the delay between the submitted actions should be within a single digit second interval, for example:
	__5.  Click Job and select Edit Job Settings
	__6.  Select the Link to Job URI (in our case, it was http://localhost:8000/en-US/app/search/search?sid=rt_1584992492.336) and open it in a new browser tab.
	__7.  Click Settings > Data inputs
	__8.  In the Data inputs page, click the TCP section.
	__9.  Locate the 4312 TCP port (there should be only one), and in Actions, click Delete; confirm the delete action.
	__10.  Go to the Search & Reporting app and enter the following command in the Search window to delete all the events related to the tcp:4321 data source:
	__11.  Press Enter twice
	__12.  Click Splunk Home icon.
	__13.  Switch to the nc terminal, and close it.

	Part 5 -  Answers to Questions
	Part 6 -  Review

	Lab 5 -  Using Search and Reporting App
	Part 1 -  Prepare the Working Environment
	__1.  Log into the Splunk Web UI; start Splunk if it is not running.

	Part 2 -  Start the Search & Reporting App
	__1.  Locate and click the Search & Reporting app link.
	__2.  Click Data Summary in the What to Search panel.
	__3.  Click Sources (you may see a different count of data sources than shown on the page).
	__4.  In the filter input window, start typing ng to see the ng_access.log file name prepopulating the Source section below.
	__5.  Click ng_access.log in Source
	__6.  Click the time range drop-down to the left of the green search icon, and select All time from under Other.
	__7.   Clear the New Search window (delete the query string there) and start typing hos      
	__8.  Hit Enter or click the green search icon to the right of the Search window.
	__9.  Revert the search query back to source="ng_access.log"
	__10.  Click All Fields and select the clientip field (it is currently listed under Interesting Fields)
	__11.  Click the req_time field.
	__12.  Click the most frequent request time (with Count 3), which is on top of the Top 10 Values list.  
	__13.  Revert the search query back to source="ng_access.log"

	Part 3 -  Answers
	Part 4 -  Exporting the Query Results
	__1.  Click the Export icon in the top right corner.
	__2.  In the dialog that opens, keep the CSV file format; name the file ng_access_report, and click Export
	__3.  In the Dialog that opens, select Save File and click OK
	__4.  When you locate the file, open it using the File Manager (use the icon in the Favorites bar)

	Part 5 -  Search Through the Internal Logs and Finding Patterns
	__1.  Start the Search & Reporting App.
	__2.    Skip the Welcome dialog, if prompted.
	__3.  In the Search window, enter:  
	__4.  Press Enter
	__5.  Click Patterns
	__6.  Click Splunk Web UI Home link.

	Part 6 -  Review

	Lab 6 -  Querying for Insights
	Part 1 -  Prepare the Working Environment
	__1.  Log into the Splunk Web UI; start Splunk if it is not running.
	__2.  Start the Search & Reporting app.

	Part 2 -  Query the Data
	__1.  In the Search window, adjust the time horizon to All time, and execute this command:
	__2.  Enter the following command (simply add the bytes < 500 at the end of the original query command):
	__3.  Enter the following command:
	__4.  Enter the following command:
	__5.  Enter the following command:
	__6.  Revert the search query back to source="ng_access.log"
	__7.  Click a method field. 
	__8.  In the list of events click to select the GET tag (a value in the method field), and click Add to search  
	__9.  Click the GET tag in any of the events again, and select Remove from search  
	__10.  Enter the following command:
	__11.  Enter the following command:

	Part 3 -  Answers
	Part 4 -  Review

	Lab 7 -  Understanding Universal Forwarders (For Review Only)
	Part 1 -  Prepare the Working Environment
	__1.  Log in into the Splunk Web Interface; start Splunk if it is not running.
	__2.  Open a new terminal and enter the following command:
	__3.  Find out the IP address of the Lab Server with this command:
	__4.  In the Terminal menu bar, select File > New Tab to add a new tab to the current terminal. 
	__5.  Enter the following command to see the UF container:
	__6.  Run the UFO container 
	__7.  Enter this command to connect to the Universal Forwarder Docker container you have just started as the splunk user using bash interactive shell:
	__8.  Enter the following command:
	__9.  Switch to the Splunk (first) terminal tab and enter this command to look up the docker container run-time parameters:
	__10.  Enter the following command:
	__11.  Switch back to the UF (second) tab.

	Part 2 -  Setup the Receiving  Side
	__1.  In the Splunk Web UI, navigate to Settings > Forwarding and receiving
	__2.  In the page that opens, click Configure receiving in the Receive data section. 
	__3.  Click New Receiving Port and in the Add new page, for Listen on this port, enter 9997 
	__4.  Click Save

	Part 3 -  Configure the Universal Forwarder 
	__1.  Enter the following command:
	__2.  Enter the following command 
	__3.  Enter the following command:
	__4.  Save the file by pressing Esc and typing  :wq
	__5.  Press Enter
	__6.  Verify the change you have just made with the following command:
	__7.  Enter the following command in one line:
	__8.  Enter the following command:
	__9.  Enter the following command to list the currently active forwarders:
	__10.  Enter the following command to restart the server:
	__11.  Enter the following command to see the TCP connections established between the UF container and the outside world:

	Part 4 -  The Data Forwarding Test
	__1.  Switch to Splunk Web UI and go to Search and start typing host= 
	__2.  Select the All time time range and click Search.
	__3.  Switch back to the UF terminal tab and enter the following command:
	__4.  Enter the following command:
	__5.  Enter the following command:
	__6.  Enter the following command:
	__7.  Switch to Splunk Web UI and re-submit the search.
	__8.  Click source in the left navigation panel.
	__9.  Enter the following command (we are appending two more records to the target file):
	__10.  Switch to Splunk Web UI and re-submit the search.

	Part 5 -  Answers to Questions
	Part 6 -  Clean-Up
	__1.  Enter the following command:
	__2.  In the Docker terminal tab, enter the following command:
	__3.  Enter the following command:
	__4.  Enter admin 
	__5.  Enter the following command:
	__6.  Enter the following command:
	__7.  Repeat the previous command:
	__8.  Enter the following command:
	__9.  Enter the following command:
	__10.  Save the inputs.conf file.
	__11.  Switch to Splunk Web UI go to Search and enter the following command,:
	__12.  Stop the listener for forwarded messages.  Go Settings > Forwarding and receiving > Configure receiving and click Delete in Actions. Confirm the deletion action.
	__13.  Click the Splunk home icon:
	__14.  In the Splunk terminal, enter the following command to stop the UFO Docker container:

	Part 7 -  Review

	Lab 8 -  Using Universal Forwarders Project (For Review Only)
	Part 1 -  Prepare the Working Environment
	__1.  In the Splunk Web UI, perform the following operations:
	__2.  Confirm that the listener has been activated with this command:
	__3.  Start the UFO docker container.
	__4.  Connect to the started UFO container using this command to get the command prompt:
	__5.  In the Splunk terminal enter the following command:
	__6.  Switch to UF tab, and enter the following command 
	__7.  Edit the file as follows:
	__8.  Start the Forwarder with the following command:
	__9.  Enter the following command:
	__10.  In the Splunk terminal enter the following command:
	__11.  In the UF terminal, issue this command:
	__12.  Switch to the Splunk terminal and start entering anything you want as input to the nc tool.  Make sure there is at least a one-second interval between the messages.

	Part 2 -  Answers to Questions
	Part 3 -  Clean-Up
	__1.  Stop the nc tool by pressing Ctrl-Z, followed by this command:
	__2.  Use the cleaning-up instructions from the previous Universal Forwarder lab to clean up the used resources (e.g. stop/remove the Forwarder) – the additional and/or specific steps are listed below.
	__3.  In the $SPLUNK_HOME/etc/system/local/inputs.conf file 
	__4.  Switch to Splunk web UI go to Search and enter the following command:
	__5.  Click the Splunk home icon:

	Part 4 -  Review

	Lab 9 -  Data Visualization
	Part 1 -  Prepare the Working Environment
	__1.  Log into the Splunk Web UI; start Splunk if it is not running.
	__2.  Start Search & Reporting app

	Part 2 -  Data Visualization
	__1.  In the Search window, adjust the time horizon to All time, and execute this command:
	__2.   Enter and run the following query:
	__3.  Reset the search back to source="ng_access.log"
	__4.  Click All Fields and select date_mday and method; deselect all other fields.
	__5.  Click Visualization and then Pivot
	__6.  In the Fields popup, select Selected Fields (2) and press OK
	__7.  On the New Pivot page, make sure the Filters is set to All time
	__8.  In the left-hand side Graph collection, click Pie
	__9.  Back in the New Pivot page, under Size, for Field, select a method, and for Value, select Count
	__10.  Under Color, click + Add Color, and select method
	__11.  Now, let's change the pie chart input parameters as follows:

	Part 3 -  Project
	Part 4 -  Project Solution
	Part 5 -  Answers to Questions
	Part 6 -  Environment Clean-Up
	__1.  Click the Splunk Web UI Home link.

	Part 7 -  Review

	Lab 10 -  Dealing with Missing Timestamps
	Part 1 -  Prepare the Working Environment
	__1.  Log into the Splunk Web interface (Web UI); start Splunk if it is not running.
	__2.  Open a new terminal and change to the data directory:

	Part 2 -  The Failed File Upload
	__1.  In the terminal open on the data directory, enter the following command:
	__2.  Press q when you are down browsing the file contents.
	__3.  Use your knowledge of the local file Data Upload process and try to upload files.dat

	Part 3 -  Understand the Unix Date Formats
	__1.  Switch back to your terminal, and enter the following command:
	__2.  Enter the following command:
	__3.  Enter the following command (you should now understand the used sequences):

	Part 4 -  Upload a File and Fix the Timestamp
	__1.  Start a new local file upload procedure and select the files_with_year.csv file from the data directory.
	__2.  In the Set Source Type panel perform the following activities:

	Part 5 -  Environment Clean-Up
	__1.  Click the Splunk web UI Home link.

	Part 6 -  Review

	Lab 11 -  The Delete Operation
	Part 1 -  Prepare the Working Environment
	__1.  Log into the Splunk web interface (Web UI); start Splunk if it is not running.
	__2.  Open a new terminal and change to the control directory:

	Part 2 -  Delete Events from the Index in Splunk Web UI
	__1.  Navigate to Search & Reporting app 
	__2.  In the New Search window, select All time for search horizon, and enter this command:
	__3.  Enter the following command:
	__4.  Hit Enter again.
	__5.  Try to repeat the command:
	__6.  Navigate to Splunk Home page by clicking the Home icon.
	__7.  Close the browser.

	Part 3 -  Reclaim Disk Space with Splunk CLI
	__1.  Switch to the terminal window, opened on the control directory.
	__2.  Enter the following command:
	__3.  Enter the following command:

	Part 4 -  Review

	Lab 12 -  vi Bare Essentials (Optional)
	Part 1 -  Using the vim Editor
	__1.  Enter the following command to create a new file foobar:
	__2.  Press i on the keyboard.
	__3.  Type in some text in the editor window.
	__4.  Press Esc followed by :
	__5.  Press w at the : command prompt and press Enter. 
	__6.  Switch back to the edit (insert) mode by pressing i and type in some more text.
	__7.  Switch to command mode by pressing Esc followed by :
	__8.  Enter wq at command prompt. 
	__9.  Press Enter to submit the command. 
	__10.  Enter the following command:





