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Lab 1 - Managing Keys for a Secure Connection 
AWS offers you a way to remotely connect to your cloud environment using a 
public/private key pair that you normally generate in the EC2 service dashboard.  

For example, you leverage the key pair to log to your Linux instances securely using the 
SSH protocol without needing to supply the password; passwords used to connect to and 
work with Windows EC2 instances are provided in an encrypted form and you get them 
decrypted using the private key.

Out of the key pair, Amazon only keeps the public key - you download and store the 
private key, which should be kept in a secure fashion.

Amazon EC2 uses 1024-bit SSH-2 RSA keys and you can use up to five thousand key 
pairs per region.

You also have an option to generate a public/private key pair locally, and then upload and 
import the public key to Amazon EC2. 

Part 1 - Generating a Key Pair in the Management Console 
__1. Open your browser and sign in to the AWS Management Console.

__2. Make sure you are in the Oregon region.

A key pair that we are going to generate consists of a public key and a private key.  After 
the keys have been generated, the public key is stored on AWS, while the private key file 
(in the pem container format) is downloaded and kept locally.

__3. Click the Console Home icon and search for and select EC2.

__4. In the left-hand side navigation pane, scroll down until you see the Network & 
Security section, and click the Key Pairs link there.
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__5. Click the Create Key Pair button. 

__6. In the Create Key Pair dialog that opens, for the Key pair name, enter your user 
name (e.g. S7).

Note: If there is already a key pair by this name previously created, delete it by selecting 
it and clicking the Delete button. 

__7. Click the Create button.

The AWS cryptography infrastructure goes ahead and generates the key pair.   Chrome 
will automatically start downloading the <your_user_name>.pem file, e.g. S7.pem 
containing your private key.  

Note: Alternatively, you may be prompted with the download confirmation dialog for the 
private key, in which case, accept the download.

Note: AWS generated a 1024-bit SSH-2 RSA public/private key pair; the pem file you are 
prompted to download contains your base64-encoded private key that you will use in 
establishing SSH connections to your Linux EC2 instances.  

__8. Locate and open the downloaded pem file in your text editor.

You should see the following content:

-----BEGIN RSA PRIVATE KEY-----
MIIEpQIBAAKCAQEAso0IusH90PeWWNxGQaM2i/OiCndpoFwKOA/Xl6RdqfVUschvl7sax8jwswMl
0ut6zy28czUGH9jmB8R/B9NVHeqwDrn0bNj02khwx461gS+FtfuTkiarZcMA1yJRCpQ79hbY3ns+
FuruD2g3CmkTwMMMLD7fNjkd4eXvN01Fdi20sR/KKEMZnEO/f6pQ/TTMZ2Mqt4o1Msiq1I3qOf5+

... CUT FOR SPACE ...

nwVN9ZUcpxj0pXdtOup+OLuYc2M6ZXFegDmHglcb06tBIDmdAoGABqfEm1BgFe+LrGxvgkSotfW9
EyfxqVo3h1xTXUHVJGY5WcjOp8vqjPjoL/GRKVEobBQtsUq+g+8T4DkWZYCXwORD4Tyst5FA9xvR
BX9tc8o3f+OzuOHzFp6E0YxjNyjW0/cP6yFOvwl8KHfPLMSHD6cAYzFJ57QgEcyrfmrze1U=
-----END RSA PRIVATE KEY-----

__9. Close the text editor.

__10. Create a folder c:\LabFiles\Keys\ on your file system. 

__11. Copy the pem file from your browser's downloaded files directory to the 
c:\LabFiles\Keys\ folder for ease of access.  
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__12. Sign out from the Management Console.

__13. Close all open browsers and text editors.

Part 2 - Review
In this lab, you learned how to generate a key pair in the AWS Management Console. 
You downloaded and saved the private key of the key pair locally.
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Lab 2 - Provisioning Tomcat Web Server in EC2  
In this lab, we will learn how to quickly provision an instance of the Tomcat web server 
on an EC2 instance.  When the instance of Tomcat is up and running in EC2, you can 
quickly deploy on it a user WAR (Web ARchive) file that can be oriented as a 
microservice handling user HTTP requests as part of a more complex application.

Note that this lab depends on the previous lab named “Managing Keys for Secure 
Connection” where you generated and downloaded the private key that you will need in 
this lab to connect to your AWS remote server. 

Part 1 - Workspace Set-up
__1. Open your browser and sign in to the AWS Management Console. 

__2. Make sure you are in the Oregon region.

__3. Search for and select EC2 (Virtual Servers in the Cloud)

You will be placed in the EC2 Dashboard page.

__4. Click Instances in the left-hand navigation pane.

You are going to create an EC2 instance named as your user name (e.g. S4).  If there is 
already an instance so named, delete it following these steps:

__5. If you see any instance with your name, select the instance (shown as SX below), 
click the Actions button and select Instance State | Terminate  
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Termination, essentially, deletes the instance.  Wait for the process to complete.  Note, 
that the instance may not be removed from the Instances page right away. 

Part 2 - Create an EC2 Instance 
__1. Click the Launch Instance button at the top of the page.

You will be brought to the Step 1 of the instance creation workflow. 

Quickly review available images.  

Notice the presence of the EBS type volume feature (e.g. EBS backed image, or EBS 
General Purpose Volume, etc.) in the AMI descriptions.  EBS offers a persistence (non-
ephemeral) storage that retains files you create between server re-starts.  This is an 
important consideration as AMI images backed by Amazon EC2 instance store are 
treated as ephemeral storage types and your files created when your instance is running 
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will be deleted when you stop your instance.     

__2. Click the Select button for the item listed on top to choose the 64-bit Amazon 
Linux AMI.

__3.  Click the check box to the left on the list to choose the t2.micro type. 

__4. Click Next: Configure Instance Details.

You will be presented with the following page:
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Take some time familiarizing yourself with the configuration options presented on the 
page.

Notice that the instance will be placed in the default VPC (Amazon Virtual Private 
Cloud ) identified by the Network property.

We are going to accept the preselected defaults, which are acceptable for our purposes.

__5. Click the Review and Launch button at the bottom of the page. 

You will be brought to Step 7: Review Instance Launch page.

Review the selected AMI details shown on the page.  Ignore any warning messages that 
may appear at the top of the page.

__6. Click the Launch button at the bottom of the page.

You will be prompted with the Select an existing key pair … dialog.

__7. Select the Choose an existing key pair option in the first drop-down box and the 
key pair you generated in one of the previous labs and identified by your user name (SX 
below); and check the I acknowledge … box to confirm that you have the private key.
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__8. Click the Launch Instances button in the bottom right corner of the page.

The Launch Status page opens.

__9. Write down the EC2 instance name shown at the top of the page.

__10. Click the View Instances button in the bottom right corner of the page.

You will be placed in the EC2 Instances page where you should see your newly created 
EC2 instance with the instance id you wrote down in the previous step.

Note: You will see instances that have been created by other students.  Make sure you 
use your own instance.

The Instance State column of your instance record may show the "pending" diagnostic 
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message.  Wait until you see the "running" status (the green sphere icon).

__11. Click the Name area, which is currently blank, and enter your user name (e.g. S4). 

Spend some time to review your instance's configuration details displayed in a tabbed 
dialog at the bottom of the page.

__12. First, check the Security groups by clicking the associated link in the Description 
tab of the instance details page section (your security group link may have a different 
name).

The security group in AWS is a set of firewall rules mostly associated with the inbound 
and outbound ports.  When you were creating your instance, the EC2 instance creation 
wizard created an associated security group for it and by default it has port 22 open to 
allow inbound TCP connections - you will remember that this port is assigned to the SSH 
protocol.

__13. On the Inbound tab of the details page section of the security group you clicked, 
you can see that the SSH port 22 is, in fact, open.
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You can further tighten the rule for incoming traffic by limiting the range of source IP 
addresses that can reach your EC2 instances.  For that, you need to specify the range of IP 
addresses in CIDR (Classless Inter-Domain Routing) notation; the 0.0.0.0/0 string that is 
currently used indicates that any TCP/IP client on the Internet can reach your EC2 
instance on port 22.

__14. Back on the Instances page, also notice that the instance has been assigned a public 
IP address and a public DNS name.  Note that after you restart the instance, the instance 
will receive a new IP address and a new DNS name, so those values are not static.

You can quickly verify that the public DNS name is, in fact, mapped to the public IP 
address of your instance. 

On you student machine, open a command prompt terminal window and type in the 
following command: 

nslookup <YOUR INSTANCE PUBLIC DNS NAME>

 e.g. 

nslookup ec2-54-149-210-130.us-west-2.compute.amazonaws.com 

The command should report the public IP address assigned to your instance, which is, by 
the way, embedded in the DNS name.

As you can see, the new DNS name is instantly available and you don't need to wait until 
it is propagated through a chain of DNS servers.

__15. Write down or remember the public IP address – you will use it when connecting to 
the instance over SSH later in the lab. 

Note that AWS assigns default users to instances launched from Linux AMI images as 
follows:

• For an Amazon Linux AMI, the user name is ec2-user

• For a RHEL5 AMI, the user name is either root or ec2-user

• For an Ubuntu AMI, the user name is ubuntu

• For a Fedora AMI, the user name is either fedora or ec2-user

• For SUSE Linux, the user name is root

Part 3 - Working with Security Group
Spend some time reviewing your instance's configuration details displayed in a tabbed 
dialog at the bottom of the page.

__1. Click the Security groups link under the Description tab of the instance details page 
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section (your security group link may have a different name).

The security group in AWS is a set of firewall rules mostly associated with the inbound 
and outbound ports.  When you were creating your instance, the EC2 instance creation 
wizard created an associated security group for it and by default it has port 22 open to 
allow inbound TCP connections - you will remember that this port is assigned to the SSH 
protocol.

__2. On the Inbound tab of the details page section of the security group you clicked, you 
can see that the SSH port 22 is, in fact, open.

You can further tighten the rule for incoming traffic by limiting the range of source IP 
addresses that can reach your EC2 instances.  For that, you need to specify a range of IP 
addresses in CIDR (Classless Inter-Domain Routing) notation; the 0.0.0.0/0 string that is 
currently used indicates that any TCP/IP client on the Internet can reach your EC2 
instance on port 22.

When we provision an instance of Tomcat web server on our EC2 server, we will need to 
have port 8080 open for it (this is the default Tomcat's HTTP end-point port).

__3. Click the Edit button.

__4. In the Edit inbound rules dialog that opens, click the Add Rule button.

__5.  In the new rule record that appears right below the SSH rule, select Custom TCP 
Rule in the Type drop-down box, enter port 8080 in the Port Range cell and make sure 
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the Source drop down has Anywhere option selected. 

__6.  Click Save.

Part 4 - Connect to the EC2 Instance using an SSH Client 
Now that we have an instance with a public IP address up and running, how can we 
access it, let's say over SSH?  We already have the private key that we downloaded in one 
of the previous labs and we confirmed that the SSH port 22 is open for any inbound 
connection, so let's try to connect to our instance.

__1. On the Instances page, select your instance (there may already be other instances 
created by other students in your class), and click the Connect button on the top of the 
page.

The Connect to Your Instance dialog should open which will have dynamically generated 
connection parameters for you to follow.

__2. Select A standalone SSH client

__3. Copy to clipboard the ssh example command (your details will differ).
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__4. Click Close.

__5. Open a Windows Command Prompt window. 

__6. Change directory to c:\LabFiles\Keys folder where you saved your private file (e.g. 
S4.pem) in one of the previous labs.

__7. Enter the SSH command you copied above.

Note: If you get the 

'ssh' is not recognized as an internal or external command,

operable program or batch file.

 message, your ssh utility is not on the system path, and you will need to locate it 
manually. Try going to the C:\Program Files\Git\usr\bin folder (we are using the Git 
Bash distribution that has the necessary utilities).  

After locating the ssh file, use its fully qualified path in the command that failed, e.g.

c:\Program Files\Git\usr\bin\ssh  -i "SX.pem" ec2-user@ec2-52-25-182-96.us-
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west-2.compute.amazonaws.com 

Again, mind you that your details will differ.

__8. When prompted with this message:

Are you sure you want to continue connecting (yes/no)?

__9. Type in yes and press Enter.

You will be placed at the command prompt of your EC2 instance as ec2-user.

       __|  __|_  )
       _|  (     /   Amazon Linux AMI
      ___|\___|___|

[ec2-user@ip-172-31-26-97 ~]$

Note: You will notice that the instance is assigned a non-routable IP address (172-.... or 
the like) not reachable from the Internet as EC2 performs the needed NAT'ing from the 
public IP address you used to connect to the instance.

You can now execute Linux commands as if you were on a physical machine.

We will be referring to this command line window as the SSH terminal.

Part 5 - Provision an Instance of Tomcat Web Server
The Amazon Linux AMI does not have the Tomcat web server pre-installed; it does have, 
however, Java installed which is Tomcat's dependency.

__1. Enter the following command:

java -version

You should get the details of the Java version installed on your EC2 instance.

Now, let's provision and install an instance of Tomcat that we can download from the 
Amazon application repository using the yum package management tool.

__2. Enter the following command:

sudo yum install tomcat7

You should see a number of diagnostic messages printed by the YUM package manager 
related to downloading and installing the tomcat7 software package.
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__3. When you are prompted to confirm the operation with this prompt:
Is this ok [y/d/N]:
__4. Enter y 

Wait for the installation operation to complete.

__5. Enter the following command:

sudo service --status-all  

Look for the status of the tomcat7 service entry.

It should appear  as stopped:

tomcat7 is stopped  

__6. Enter the following command to change directory to Tomcat's home directory:

cd /usr/share/tomcat7

Note: You can use the Tab key to expand the folder names as you type in the command.

__7. Enter the following command:

ls -l 

You should see the following folders in the Tomcat's home directory.

You will notice that Tomcat installer used symbolic links to point to the physical location 
of Tomcat files, which makes the setup portable across various Linux distributions.

Also notice that files are owned by root with the tomcat group.

__8. Change directory to the webapps folder by entering this command:

cd webapps

Now we are going to transfer over the BeansTalkTest.war file sitting in the local 
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c:\LabFiles directory. 

__9. Open a new Windows Command Prompt window. 

__10. Change directory to c:\LabFiles\

__11. Enter the following command:

<Same Path as ssh>\scp -i Keys\SX.pem BeansTalkTest.war ec2-user@ec2-
52-25-182-96.us-west-2.compute.amazonaws.com:~/

Substitute your private key file name for SX.pem above and your instance domain name 
for the one shown above.  Make the adjustment if you key is not on C:\LabFiles\Keys. 

__12. If you are prompted with a message, confirm your intention to securely copy the 
file over to the cloud.

Wait for the transfer process to complete. 

__13. Switch to the SSH Terminal window, and execute this command: 

sudo cp ~/BeansTalkTest.war .

This command will copy over the BeansTalkTest.war file from your home directory on 
the EC2 instance to the current working directory, /usr/share/tomcat7/webapps

__14. Enter the following command:

sudo chgrp tomcat *

This command will make the tomcat group the owner of all files in the working directory.

__15. Enter the following command to start Tomcat:

sudo service tomcat7 start 

__16. Enter the following command to verify that the WAR file was unpacked (which is 
an indication that Tomcat has, indeed, deployed it):

find BeansTalkTest

You should see the list of files in the BeansTalkTest folder.

BeansTalkTest
BeansTalkTest/WEB-INF
BeansTalkTest/WEB-INF/lib
BeansTalkTest/WEB-INF/classes
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BeansTalkTest/WEB-INF/web.xml
BeansTalkTest/META-INF
BeansTalkTest/META-INF/MANIFEST.MF
BeansTalkTest/test.jsp

__17. Switch to the browser.

__18.  In the Instances page, copy the Public IP address listed in the Description tab at 
the bottom of the page (54.213.229.67, in our case).

__19.  Open a new browser tab and navigate to http://<Public IP 
address>:8080/BeansTalkTest

__20. Refresh the page a couple of times.

You should see the following output (your details will differ):

This is the dynamic content generated by the test.jsp page that is configured as a 
welcome page in the BeansTalkTest WAR file.

Part 6 - Workspace  Clean-Up
__1. In the browser tab opened on the Instances page, right-click your instance and select 
Instance State → Terminate.
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__2. In the Terminate Instances confirmation dialog, click Yes, Terminate.

This command will shut down and delete your instance.

Wait until you see the Instance State shown as terminated.

Note: The instance will be removed from the list of available instances later on.

__3. Click the Key Pairs link in the navigation panel.

__4.  In the Key Pairs page, delete your key by selecting your key and clicking the Delete 
button.

__5. In the Delete Key Pair confirmation dialog that pops up, click the Yes button.

__6. Sign out from the Management Console.

__7. Close all Command Prompt Windows.

__8. Close all open browsers and text editors.

This is the last step in this lab.  

Part 7 - Review 
In this lab, we created an EC2 instance and provisioned on it an instance of the Tomcat 
web server using the Amazon software repository with a few Linux commands.  After 
uploading a user WAR (Web ARchive) file from the local machine, Tomcat 
automatically deployed it and made it available for public access from the Internet.    
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Lab 3 - Learning the Lab Environment
In this short lab, we will learn about the lab environment and how to connect to the Lab 
server.

The lab environment is set up on CentOS 6.5 which is the community edition of Red Hat 
Enterprise Linux; if you would like to quickly refresh your memory of the basic Linux 
commands, read the Optional Reference Material section at the end of this lab. 

Part 1 -  The Lab Servers 
There are two possible Lab environment deployment options and you will encounter 
either of those:

1. [Remote Lab Server Setup]

The Lab Server is deployed on a separate machine not accessible to students

✔ You are provided with the IP address of your remove Lab server to
connect to

✔ You will be the only client allowed to connect to that server

2. [Local Lab Server Setup]

The Lab Server is deployed in a virtual machine (VM) installed on your student
machine

✔ The IP address of the Lab server will be automatically generated and
displayed to you in the terminal window opened on the VM start-up

✔ You will be the only client allowed to connect to your server

In both options, you will be using the PuTTY SSH client to connect to the Lab server by 
using its IP address.

In case of the Remote Lab Server Setup, the Lab server is already up and running ready 
to accept your connections.  

If you have the Local Lab Server Setup, follow the instructions below.  

__1. Check if the learn_puppet_centos-6.5 VM is already running, if it not then Start the 
server by double-clicking the link to the VM created on your student's machine desktop 
(the link may look differently in your case). If you cannot find the link then start the VM 
double-clicking the C:\VMs\learning-vmware\learn_puppet_centos-6.5.vmx file.  
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Note: You will not be interacting with the Lab server directly, so don't type in 
commands in the terminal window of the Lab server; we will be using PuTTY SSH 
client to connect to the Lab server and you will be typing in commands in the PuTTY's 
terminal window. 

After you click the above-mentioned link, the VM hosting the Lab server will start and 
after a short while, you will be presented with the Lab server's terminal window 
displaying the server's IP address as shown in the screenshot below.

Don't start entering commands in this terminal window (see the Note above ).

__2.  Write down the IP address listed in the terminal; it is 192.168.89.128 in our case.

Part 2 - Connecting to the Lab Server using the PuTTY SSH Client 
Once you know the IP address of your Lab server, you can connect to it using PuTTY.

Depending on your student computer setup, you may already have a shortcut to PuTTY 
on your desktop.

If you don't have a shortcut to PuTTY, create one by pointing to PUTTY.EXE located in 
C:\Software\ folder.     

__1.  Double-click the PuTTY shortcut on your desktop. 

__2. In the PuTTY dialog window that opens, make sure that the Connection type is set to 
SSH and the port is 22: 

__3. In the Host Name (or IP address) input box, enter the IP address of your Lab server 
(192.168.89.128, in our case). 
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__4. Click the Open button at the bottom of the PuTTY dialog window.

If you are presented with security warnings or other such alerts requiring your actions, 
confirm that your trust the target server and accept the responsibilities of doing so by 
clicking Yes, or OK as appropriate.

For example, if you see the dialog below, click the Yes button.

__5. In the PuTTY terminal window that opens enter (without quotes) 'root' for logon id 
and 'puppet' for password.

You should be able to connect to the Lab server and placed at its command prompt.

We are almost done in this lab.

Note: The above steps related to connecting to the Lab server using the PuTTY SSH 
client will be referred to in subsequent labs as the "Connect to the Lab environment" 
Lab step.

__6. In the PuTTY window, type in exit and press Enter to close the PuTTY terminal 
window.
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Part 3 - Optional Reference Material

Using vi Editor 

Throughout our subsequent labs, you will be required to create new files or edit existing 
ones.  For this, we will be using the vi editor (in fact, we are using the vim editor - vi 
improved). 

Any editing work steps using the vi editor will be referred to as "Edit the file" step. 

To editing or create a new file, pass on the file name as an argument. 

__1. Connect to the Lab environment. (putty)

__2. Enter the following command to create a new file foobar:

vi foobar

The vi editor opens displaying the contents of the existing file (that you want to edit) or 
an empty window for the new file as is the case with the foobar file.

The vi editor supports two modes: edit mode and command mode.

By default, you are in command mode.  To switch to edit (insert) mode, you need to press 
i on the keyboard. 

__3. Press i on the keyboard.

You should see the -- INSERT --  line appearing at the bottom of the editor window.

At this point you can start typing your text.  

To switch back to command mode, you need to press Esc followed by :

The colon (:) that appears at the bottom of the screen is the command prompt ready to 
accept your commands.  We will use just the save and exit commands.

Whenever want to save your file without leaving the editor, you need to switch to 
command node and type w at the : command prompt.
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Make sure you are in the insert (editing) mode (you should see the  -- INSERT --  line at 
the editor bottom).  

__4. Type in some text in the editor window.

__5. Press Esc followed by :

You should see the command prompt (:) appearing at the bottom of the screen:

__6. Press w at the : command prompt and press Enter. 

This command will save changes to your file and will create it if it is a new file.

If you want to save and exit the editor, you need to enter wq at the command prompt (:). 
You will be referred to this command in subsequent labs as "Save the file and exit the 
editor".

If you want to exit the editor without saving, you need to enter q! at the command prompt 
(:).

__7. Switch back to the edit (insert) mode by pressing i and type in some more text.

__8. Switch to command mode by pressing Esc followed by :

__9. Enter wq at command prompt. 

__10. Press Enter to submit the command. 

You should exit the vi editor window.

Note: Opening your file in vi in read-only mode, supply the -R flag, e.g

vi -R your_file.dat

__11. Enter the following command:

rm -f foobar

This command will remove the foobar file from file system without prompting for 
confirmation of your operation (the -f flag).

__12. In the PuTTY window, type in exit and press Enter to close the PuTTY terminal 
window.
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Sundry Commands and Techniques

The big thing to remember is that Unix / Linux commands, file and folder names are 
case-sensitive, such that directories foo and Foo are different and can peacefully coexist 
in the same parent folder.

To view the contents of a file use the cat command, e.g. cat myfile.dat 

Before you do this, first check the size of the file using this command: ls -lh which can 
take the name of the file as an argument or issued without any arguments, in which case it 
will list details of all files and directories in the current directory.

If the file is big, or you would just like browse through it, use the less command that 
takes the name of the file as an argument , e.g. less your_filename

The less command help you navigate through the file back and forth by using the arrow 
and PgUp and PgDown keys ; when you are done and wish to exist the browsing 
window, just enter q. 

The Linux terminal window supports the folder and file name auto-completion feature 
which allows you to type the initial part of the directory or file name and complete it by 
pressing the Tab key.
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	Lab 1 -  Managing Keys for a Secure Connection 
	Part 1 -  Generating a Key Pair in the Management Console 
	__1.  Open your browser and sign in to the AWS Management Console.
	__2.  Make sure you are in the Oregon region.
	__3.  Click the Console Home icon and search for and select EC2.
	__4.  In the left-hand side navigation pane, scroll down until you see the Network & Security section, and click the Key Pairs link there.
	__5.  Click the Create Key Pair button. 
	__6.  In the Create Key Pair dialog that opens, for the Key pair name, enter your user name (e.g. S7).
	__7.  Click the Create button.
	__8.  Locate and open the downloaded pem file in your text editor.
	__9.  Close the text editor.
	__10.  Create a folder c:\LabFiles\Keys\ on your file system. 
	__11.  Copy the pem file from your browser's downloaded files directory to the c:\LabFiles\Keys\ folder for ease of access.  
	__12.  Sign out from the Management Console.
	__13.  Close all open browsers and text editors.

	Part 2 -  Review

	Lab 2 -  Provisioning Tomcat Web Server in EC2  
	Part 1 -  Workspace Set-up
	__1.  Open your browser and sign in to the AWS Management Console. 
	__2.  Make sure you are in the Oregon region.
	__3.  Search for and select EC2 (Virtual Servers in the Cloud)
	__4.  Click Instances in the left-hand navigation pane.
	__5.  If you see any instance with your name, select the instance (shown as SX below), click the Actions button and select Instance State | Terminate  

	Part 2 -  Create an EC2 Instance 
	__1.  Click the Launch Instance button at the top of the page.
	__2.  Click the Select button for the item listed on top to choose the 64-bit Amazon Linux AMI.
	__3.   Click the check box to the left on the list to choose the t2.micro type. 
	__4.  Click Next: Configure Instance Details.
	__5.  Click the Review and Launch button at the bottom of the page. 
	__6.  Click the Launch button at the bottom of the page.
	__7.  Select the Choose an existing key pair option in the first drop-down box and the key pair you generated in one of the previous labs and identified by your user name (SX below); and check the I acknowledge … box to confirm that you have the private key.
	__8.  Click the Launch Instances button in the bottom right corner of the page.
	__9.  Write down the EC2 instance name shown at the top of the page.
	__10.  Click the View Instances button in the bottom right corner of the page.
	__11.  Click the Name area, which is currently blank, and enter your user name (e.g. S4). 
	__12.  First, check the Security groups by clicking the associated link in the Description tab of the instance details page section (your security group link may have a different name).
	__13.  On the Inbound tab of the details page section of the security group you clicked, you can see that the SSH port 22 is, in fact, open.
	__14.  Back on the Instances page, also notice that the instance has been assigned a public IP address and a public DNS name.  Note that after you restart the instance, the instance will receive a new IP address and a new DNS name, so those values are not static.
	On you student machine, open a command prompt terminal window and type in the following command: 
	nslookup <YOUR INSTANCE PUBLIC DNS NAME>
	 e.g. 
	__15.  Write down or remember the public IP address – you will use it when connecting to the instance over SSH later in the lab. 

	Part 3 -  Working with Security Group
	__1.  Click the Security groups link under the Description tab of the instance details page section (your security group link may have a different name).
	__2.  On the Inbound tab of the details page section of the security group you clicked, you can see that the SSH port 22 is, in fact, open.
	__3.  Click the Edit button.
	__4.  In the Edit inbound rules dialog that opens, click the Add Rule button.
	__5.   In the new rule record that appears right below the SSH rule, select Custom TCP Rule in the Type drop-down box, enter port 8080 in the Port Range cell and make sure the Source drop down has Anywhere option selected. 
	__6.   Click Save.

	Part 4 -  Connect to the EC2 Instance using an SSH Client 
	__1.  On the Instances page, select your instance (there may already be other instances created by other students in your class), and click the Connect button on the top of the page.
	__2.  Select A standalone SSH client
	__3.  Copy to clipboard the ssh example command (your details will differ).
	__4.  Click Close.
	__5.  Open a Windows Command Prompt window. 
	__6.  Change directory to c:\LabFiles\Keys folder where you saved your private file (e.g. S4.pem) in one of the previous labs.
	__7.  Enter the SSH command you copied above.
	__8.  When prompted with this message:
	__9.  Type in yes and press Enter.

	Part 5 -  Provision an Instance of Tomcat Web Server
	__1.  Enter the following command:
	__2.  Enter the following command:
	__3.  When you are prompted to confirm the operation with this prompt:
	__4.  Enter y 
	__5.  Enter the following command:
	__6.  Enter the following command to change directory to Tomcat's home directory:
	__7.  Enter the following command:
	__8.  Change directory to the webapps folder by entering this command:
	__9.  Open a new Windows Command Prompt window. 
	__10.  Change directory to c:\LabFiles\
	__11.  Enter the following command:
	__12.  If you are prompted with a message, confirm your intention to securely copy the file over to the cloud.
	__13.  Switch to the SSH Terminal window, and execute this command: 
	__14.  Enter the following command:
	__15.  Enter the following command to start Tomcat:
	__16.  Enter the following command to verify that the WAR file was unpacked (which is an indication that Tomcat has, indeed, deployed it):
	__17.  Switch to the browser.
	__18.   In the Instances page, copy the Public IP address listed in the Description tab at the bottom of the page (54.213.229.67, in our case).
	__19.   Open a new browser tab and navigate to http://<Public IP address>:8080/BeansTalkTest
	__20.  Refresh the page a couple of times.

	Part 6 -  Workspace  Clean-Up
	__1.  In the browser tab opened on the Instances page, right-click your instance and select Instance State → Terminate.
	__2.  In the Terminate Instances confirmation dialog, click Yes, Terminate.
	__3.  Click the Key Pairs link in the navigation panel.
	__4.   In the Key Pairs page, delete your key by selecting your key and clicking the Delete button.
	__5.  In the Delete Key Pair confirmation dialog that pops up, click the Yes button.
	__6.  Sign out from the Management Console.
	__7.  Close all Command Prompt Windows.
	__8.  Close all open browsers and text editors.

	Part 7 -  Review 

	Lab 3 -  Learning the Lab Environment
	Part 1 -   The Lab Servers 
	__1.  Check if the learn_puppet_centos-6.5 VM is already running, if it not then Start the server by double-clicking the link to the VM created on your student's machine desktop (the link may look differently in your case). If you cannot find the link then start the VM double-clicking the C:\VMs\learning-vmware\learn_puppet_centos-6.5.vmx file.  
	__2.   Write down the IP address listed in the terminal; it is 192.168.89.128 in our case.

	Part 2 -  Connecting to the Lab Server using the PuTTY SSH Client 
	__1.   Double-click the PuTTY shortcut on your desktop. 
	__2.  In the PuTTY dialog window that opens, make sure that the Connection type is set to SSH and the port is 22: 
	__3.  In the Host Name (or IP address) input box, enter the IP address of your Lab server (192.168.89.128, in our case). 
	__4.  Click the Open button at the bottom of the PuTTY dialog window.
	__5.  In the PuTTY terminal window that opens enter (without quotes) 'root' for logon id and 'puppet' for password.
	__6.  In the PuTTY window, type in exit and press Enter to close the PuTTY terminal window.

	Part 3 -  Optional Reference Material
	__1.  Connect to the Lab environment. (putty)
	__2.  Enter the following command to create a new file foobar:
	__3.  Press i on the keyboard.
	__4.  Type in some text in the editor window.
	__5.  Press Esc followed by :
	__6.  Press w at the : command prompt and press Enter. 
	__7.  Switch back to the edit (insert) mode by pressing i and type in some more text.
	__8.  Switch to command mode by pressing Esc followed by :
	__9.  Enter wq at command prompt. 
	__10.  Press Enter to submit the command. 
	__11.  Enter the following command:
	__12.  In the PuTTY window, type in exit and press Enter to close the PuTTY terminal window.


	Lab 4 -  Getting Started with Puppet
	Part 1 -  Setting the Stage 
	__1.  This lab uses the learn_puppet_centos-6.5 VM, make sure this VM is running, if it not then Start the server by double-clicking the link to the VM created on your student's machine desktop (the link may look differently in your case). If you cannot find the link then start the VM double-clicking the C:\VMs\learning-vmware\learn_puppet_centos-6.5.vmx file.  
	__2.  Connect to the Lab environment using steps from the 'Learning the Lab Environment' Lab. Notify your instructor if this Lab is missing in your LabGuide. 
	__3.  Enter the following command:
	__4.  Change to the Works folder by entering the following command:

	Part 2 -  Capturing System Information with Facter 
	__1.  Enter the following command:
	__2.  Enter the following command:
	__3.  When you are done, press q to quit less. 
	__4.  Enter the following command:

	Part 3 -  Manipulating Resources with Puppet Manifests 
	__1.  Enter the following command:
	__2.  In the editor that opens, enter the following Puppet DSL commands:
	__3.  Save the create_file.pp file and exit the editor.
	__4.  Enter the following command:
	__5.  Enter the following command:
	__6.  Enter the following command:
	__7.  Update the content of the file as follows (updates are shown in bold): 
	__8.  Save the create_file.pp file and exit the editor.
	__9.  Enter the following command:
	__10.  Enter the following command:
	__11.  Enter the following command:
	__12.  Add the following lines:
	__13.  Save the delete_file.pp file and exit the editor.
	__14.  Enter the following command:
	__15.  Enter the following command to verify that the created.dat file has been removed:
	__16.  Enter the following system command to create the user rogue:
	__17.  Enter the following command to unlock the user:
	__18.  When prompted for password, enter yo and retype it when prompted to confirm the new password.
	__19.  Enter the following command:
	__20.  Enter the following commands:
	__21.  Enter the following command:
	__22.  Enter yo for the current password and fib2358 for the new password, retype fib2358 when prompted.
	__23.  Start a new PuTTY session by clicking the PuTTY shortcut on your desktop and connect to the Lab server using the same IP address as you did in the original PuTTY session and login as rogue providing fib2358 as the password. 
	__24.  Enter the following command to make absolutely sure that you are rogue:
	__25.  Enter the following command to close the rogue's SSH session:
	__26.  Switch back to the original PuTTY session window.
	__27.  Enter the following command to end rogue's session and go back to the root's session:
	__28.  Enter the following command:
	__29.  Enter the following command:
	__30.  Start a new PuTTY session and connect to the Lab server using the same IP address as you did originally and login as rogue providing yo as the password. 
	This confirms that the rogue's password was, indeed, changed from fib2358 back to yo.  
	__31.  Enter the following command to close the rogue's SSH session:
	__32.  Enter the following command:
	__33.  Enter the following Puppet DSL script commands:
	__34.  Save the file and exit the editor.
	__35.  Enter the following command:
	__36.  Enter the following command:
	__37.  Enter the exit command to exit the PuTTY SSH session.

	Part 4 -  Review

	Lab 5 -  Provisioning MySQL Database with Puppet
	Part 1 -  Setting the Stage 
	__1.  This lab uses the learn_puppet_centos-6.5 VM, make sure this VM is running, if it not then Start the server by double-clicking the link to the VM created on your student's machine desktop (the link may look differently in your case). If you cannot find the link then start the VM double-clicking the C:\VMs\learning-vmware\learn_puppet_centos-6.5.vmx file.  
	__2.  Connect to the Lab environment using steps from the 'Learning the Lab Environment' Lab. Notify your instructor if this Lab is missing in your LabGuide.
	__3.  Enter the following command:
	__4.  Change to the Works folder by entering the following command:

	Part 2 -  Installing the MySQL Module from the Forge Repository
	__1.    Enter the following command:
	__2.  Using your desktop browser, navigate to https://forge.puppetlabs.com/puppetlabs/mysql and copy the command listed under the Use this command to install the latest compatible version section.  
	__3.  Enter this command in your PuTTY window:
	__4.  Enter the following command:
	__5.  Enter the following command (in one line) to back up the original site configuration file:
	__6.  Enter the following command to start editing the site file:
	__7.  Save the file and exit the editor. 
	__8.  Enter the following command (in one line):
	__9.  Enter the following command:
	__10.  Enter the following two commands one after another:
	__11.  Enter the following command (in one line):
	__12.  Enter the following command to log in to the MySQL command shell:
	__13.  Enter the following command at the mysql> command prompt to verify that the databases was, indeed, created:
	__14.  Enter the following command to quit the MySQL shell:
	__15.  Enter the exit command to exit the PuTTY SSH session.

	Part 3 -  Review

	Lab 6 -  Getting Started with Linux Containers
	Part 1 -  Setting the Stage 
	__1.  This Lab uses the LabServer_C2 VM that should be already running, if not then start the VM using the shortcut in the desktop or run C:\VMs\LabServer_C2\LabServer_C2.vmx.
	__2.  Open a new Terminal window by pressing Ctrl-Alt-T
	__3.  Switch the logged-in user to root 
	__4.  Enter the following command:
	__5.  Enter the following command:
	__6.  Change to the Works directory by entering the following command:

	Part 2 -  Learning the LXC Command-line
	__1.  Enter the following command:
	__2.  Enter the following command:
	__3.  Enter the following command:
	__4.  Enter the following command:
	__5.  Click anywhere in the current Terminal and press Ctrl-Shift-T 
	__6.  Right-click with your mouse pointer positioned in the caption of the new tab and select Set Title ...
	__7.  Enter T2, and click OK
	__8.  Repeat the title-setting operation in the original Terminal window, naming it T1.
	__9.  Switch to the T2 (new) terminal.
	__10.  Switch user to root (sudo -i and provide wasadmin as the password when prompted). 
	__11.  Switch to the T1 terminal where you have created your container.
	__12.  Enter the following command (we are now using the -n flag, which is the short notation for the –name flag) in T1:
	__13.  Hit Enter
	__14.  Login as ubuntu  (the password is ubuntu as well).  
	__15.  Enter the following command at the ubuntu@C1:~$ command prompt that opens:
	__16.  Enter the following command:
	__17.   Switch to the T2 terminal and enter the same df -h command, you would see pretty much the same file system statistics on your host machine:
	__18.  While you are in the T2 terminal, issue the following command: 
	__19.  Enter the following command in the T2 terminal:
	__20.  Switch back to the T1 terminal.
	__21.  Enter the following command:
	__22.  Enter the following command to delete the container:
	__23.  Enter the following command to confirm the deletion operation:

	Part 3 -  Workspace Clean-Up
	__1.  Close all terminal windows you have opened by entering the exit command until each terminal is closed. 

	Part 4 -  Review

	Lab 7 -  Connecting to Linux Containers
	Part 1 -  Setting the Stage 
	__1.  This Lab uses the LabServer_C2 VM that should be already running, if not then start the VM using the shortcut in the desktop or run C:\VMs\LabServer_C2\LabServer_C2.vmx.
	__2.  Open a new Terminal window by pressing Ctrl-Alt-T
	__3.  Switch the logged-in user to root 
	__4.  Enter the following command:
	__5.  Enter the following command:
	__6.  Change to the Works directory by entering the following command:

	Part 2 -  Creating LXC Containers
	__1.  Enter the following command:
	__2.  Enter the following commands one after another to create containers C1 and C2:
	__3.  Enter the following command:

	Part 3 -  Starting the Containers
	__1.  Enter the following command to start the C1 container and measure the time of the container spin-up:
	__2.  Enter the following command to start the C2 container:
	__3.  Confirm that the containers are running all right:

	Part 4 -  Scanning For Open Ports 
	__1.  Note that this command may take up to 2 minutes to complete. Enter the following command (use your C1's IP address):

	Part 5 -  Connecting to C1 Using SSH Client
	__1.  Note: the following command will end in error and this is done on purpose! Enter the following command to try to SSH from the host machine to C1:
	__2.  Enter the following command using the C1's IP address now  (use your C1's IP address):
	__3.  Accept the server identity key by typing in yes when prompted.
	__4.  Enter ubuntu for the password.
	__5.  Enter the following command:
	__6.  Enter the following command:
	__7.  Enter the following command to create the greet.txt file :
	__8.  Enter the following command  (use your C2's IP address):
	__9.  Enter yes and ubuntu for password as prompted. 
	__10.  Enter the following command  (use your C2's IP address):
	__11.  Enter ubuntu for password as prompted. 
	__12.  Enter the following command:
	__13.  Enter the following command to terminate C1's SSH session with C2:
	__14.  Enter the following command:
	__15.  Enter the following commands one after another:
	__16.  Confirm that both containers are stopped using the lxc-ls command.
	__17.  Enter the following commands, one after another:
	__18.  Enter the following command:
	__19.  Enter the following commands one after another to delete the containers:
	__20.  Enter the following command to confirm the deletion operation:
	__21.  Enter the following command (you should be in the /var/lib/lxc/ directory)

	Part 6 -  Workspace Clean-Up
	__1.  Close all terminal windows you have opened by entering the exit command until each terminal is closed. 

	Part 7 -  Review

	Lab 8 -  Provisioning Software in LXC
	Part 1 -  Setting the Stage 
	__1.  This Lab uses the LabServer_C2 VM that should be already running, if not then start the VM using the shortcut in the desktop or run C:\VMs\LabServer_C2\LabServer_C2.vmx.
	__2.  Connect to the Lab environment if you are not yet connected.
	__3.  Open a new Terminal window by pressing Ctrl-Alt-T
	__4.  Switch the logged-in user to root 
	__5.  Enter the following command:
	__6.  Enter the following command:
	__7.  Change to the Works directory by entering the following command:

	Part 2 -  Create and Start an LXC Container
	__1.  Create a container. 
	__2.  Enter the following command to start the C1 container 
	__3.  Confirm that the container is up and running; write down or remember its IP address:

	Part 3 -  Connecting to C1 Using SSH Client
	__1.  Open a new terminal and switch to it.
	__2.  Enter the following command using the C1's IP address:
	__3.  Accept the server identity key by typing in yes when prompted.
	__4.  Enter ubuntu for the password.

	Part 4 -  Provisioning nginx Web Server in the Container
	__1.  Enter the following command:
	__2.  When prompted for the ubuntu account's  password, enter ubuntu 
	__3.  When promoted with this message: Do you want to continue? [Y/n], enter Y 
	__4.  Enter the following command to confirm that the nginx service has been installed:
	__5.  Enter the following command:
	__6.  Close the SSH session to the container and close the terminal by entering the exit command twice.   
	__7.  Switch to the original terminal window that has the root@LabServer … caption.
	__8.  Enter the following command (your IP address may differ):
	__9.  Open your Firefox browser by clicking the Firefox browser icon on the tools bar and navigate to the nginx's home page (http://10.0.3.162/ address in our case).  

	Part 5 -  Review

	Lab 9 -  Getting Control over LXC
	Part 1 -  Cloning an LXC Container
	__1.  If you have followed the previous lab's instructions, you should have a terminal open  running a shell as root.  This Lab is a continuation of 'Provisioning Software in LXC' Lab.
	__2.  Enter the following command to confirm that the C1 container is still running:
	__3.  Enter the following command (which will end in error):
	__4.  Stop the C1 container using the lxc-stop -n C1 command. 
	__5.   Make sure it is stopped (lxc-ls   -f).
	__6.  Enter the following command:
	__7.   Make sure the container is listed (lxc-ls   -f).
	__8.  Enter the following command to start the cloned container:
	__9.  Look up and write down C1_Clone's IP address. [lxc-ls -f]
	__10.  Enter the following command (you should be in the ~/Works folder of the root account):
	__11.  Enter the following command to rename it:
	__12.  Enter the following command:
	__13.  Enter the following command:

	Part 2 -  Pausing and Resuming LXC Containers
	__1.  Enter the following command:
	__2.  Switch to your Firefox and try to navigate to the IP address of the C1_Clone container (it is 10.0.3.12 in our case). 
	__3.  Switch back to the root@LabServer terminal and adjust its position on the screen so that you can see part of the Firefox window currently stuck on getting the web server's response back; enter the following command (use your IP):
	__4.  Enter the following command:

	Part 3 -   State Change Monitoring
	__1.  Enter the following command:
	__2.  Open a new terminal, make sure you can see part of the original terminal so that you  can see the effects of stopping the container.
	__3.  In the newly opened terminal, enter the following command (we are using the sudo command here as we are not going to switch to root):
	__4.  Enter wasadmin for the password, when prompted.

	Part 4 -  Workspace Clean-Up
	__1.  Delete the index.html and index.html.C1 files in the root's ~/Works folder.  
	__2.  Delete all containers on your system, use the lxc-ls and lxc-destroy programs to find and delete them.
	__3.  Close all terminal windows you have opened by entering the exit command until each terminal is closed.  
	__4.  Shutdown Firefox.

	Part 5 -  Review

	Lab 10 -  LXC Web Panel 
	Part 1 -  Connecting to the LXC Web Panel
	__1.  This Lab uses the LabServer_C2 VM that should be already running, if not then start the VM using the shortcut in the desktop or run C:\VMs\LabServer_C2\LabServer_C2.vmx.
	__2.  Start Firefox and navigate to http://localhost:5000/ 
	__3.  Enter admin for both Username and Password and click Log In.

	Part 2 -  Working with the LXC Web Panel 
	__1.  In the Name box, enter C1
	__2.  Click Create 
	__3.  Click the Check config link.
	__4.  Click the Overview link to go back to the Overview page.
	__5.  For the C1 container listed, click the corresponding Start button.
	__6.  Stop the C1 container by clicking the Stop button.
	__7.  Click the Clone CT button in the top right-hand side of the Overview page.
	__8.  In the Clone name box, enter C1_Clone
	__9.  Click Clone
	__10.  Start both the C1 and C1_Clone by clicking the corresponding Start button.
	__11.  Stop the C1 and C1_Clone containers using the corresponding Stop buttons. 
	__12.  Click the X icons to the right of each container to destroy them.
	__13.  In the confirmation dialogs that pop up, click Destroy 
	__14.  In the Create container dialog that pops up after you have deleted both containers, click Close.
	__15.  Click Logout (admin) link in the top right-hand corner of the page.

	Part 3 -  Workspace Clean-Up
	__1.  Close all terminal windows that you may have opened by entering the exit command until each terminal is closed.  
	__2.  Shutdown Firefox.

	Part 4 -  Review

	Lab 11 -  Getting Started with Docker
	Part 1 -  Setting the Stage 
	__1.  This Lab uses the LabServer_C2 VM that should be already running, if not then start the VM using the shortcut in the desktop or run C:\VMs\LabServer_C2\LabServer_C2.vmx.
	__2.  Open a new Terminal window by pressing Ctrl-Alt-T
	__3.  Switch the logged-in user to root 
	__4.  Enter the following command:
	__5.  Enter the following command:
	__6.  Change to the Works directory by entering the following command:

	Part 2 -  Making Sure the Docker Daemon is Running
	__1.  Make sure the Docker daemon is running by executing the following command:

	Part 3 -  Learning the Docker Command-line
	__1.  Run the following command:
	__2.  Navigate through the scrollable output using your arrow keys and review Docker's commands. 
	__3.  Enter q to exit.

	Part 4 -  Run the "Hello World!" Command on Docker 
	__1.  Enter the following command:
	__2.  Enter the following command:

	Part 5 -  List and Kill Container Processes 
	__1.  Open a new terminal, expand it widthwise (horizontally) to capture the output of the docker ps command we are going to run into it.  Also make sure it does not completely overlap the original terminal window.
	__2.  In the new terminal (T2) become root (use the sudo -i command) 
	__3.  Change to the ~/Works directory.
	__4.  Enter the following command:
	__5.  Switch to the original terminal window (T1).
	__6.  Enter the following command (don't miss a space after ubuntu):
	__7.  Enter the following command to start a new container:
	__8.  Switch to the T2 terminal and enter the following command:
	__9.  Repeat the command a couple of times and observe the changes in the status of the container:
	__10.  Enter the following command:
	__11.  Enter the following command:
	__12.  Enter the following command to delete a container id; you can use a space-delimited list of multiple container ids that you wish to delete:
	__13.  Enter the following command:

	Part 6 -  Working with Containers
	__1.  Switch to the T1 terminal.
	__2.  Enter the following command:
	__3.  Enter the following command:
	__4.  When prompted for new password, enter foobar and retype it to confirm.
	__5.  Press Enter for all information questions that pop up to accept the defaults.
	__6.  Enter the following command:
	__7.  Enter the following command to start the SSH service:
	__8.  Enter the following command to confirm that the SSH service is up and running:
	__9.  Enter the following command:
	__10.  Switch to the T2 terminal and enter the following command using the IP address captured in the previous step (your IP address may be different):
	__11.  Accept the host identity key by entering yes and provide foobar for the password when prompted.
	__12.  Enter the following command to terminate the ssh session:
	__13.  Enter the following command to see the containers.
	__14.  Enter the following command:
	__15.  Switch back to T1 and enter the following command:
	__16.  Enter the following command:
	__17.  Enter the following command:

	Part 7 -  Start and Stop a Container    
	__1.  Enter the following command in T1 using either the container id (aed47e954acd, in our case) or the user-friendly name generated by Docker for us (prickly_nobel, in our case):
	__2.  Enter the following command:
	__3.  Switch to the T2 terminal and enter this command using your container id (aed47e954acd, in our case):
	__4.  Enter the following command providing your container id (aed47e954acd, in our case):
	__5.  Enter the following command:
	__6.  Enter the following command:
	__7.  Enter the following command at the container prompt:

	Part 8 -  Workspace Clean-Up
	__1.  Enter the following command:
	__2.  Enter the following command for every listed container id:
	__3.  Remove the ssh_host image we created and persisted in our local image repository.
	__4.  Close all terminal windows you have opened by entering the exit command until each terminal is closed. 

	Part 9 -  Review

	Lab 12 -  Configure Tools in Jenkins
	Part 1 -  Configure Jenkins
	__1.  To connect to Jenkins, open Firefox and enter the following URL .
	__2.  Enter wasadmin as user and password and click Log in.
	__3.  Don’t save the password if prompt or select Never Remember password for this site. 
	__4.  Click on the Manage Jenkins link.
	__5.  Click Global Tool Configuration.
	__6.  Scroll down and find the JDK section, Click Add JDK.
	__7.  Enter OracleJDK for JDK name.
	__8.  Don't  check the ‘Install automatically’ option. Uncheck if already checked.
	__9.  Enter JAVA_HOME value as C:\Program Files\Java\jdk1.8.0_45
	__10.  Verify your settings look as below:
	__11.  In the Maven section, click Add Maven.
	__12.  Enter Maven for Maven name.
	__13.  Uncheck the ‘Install automatically’ option.
	__14.  Enter C:\Software\apache-maven-3.3.9 for MAVEN_HOME. Make sure this folder is correct.
	__15.  Verify your settings look as below:
	__16.  In the Git section, enter C:\Program Files\Git\bin\git.exe for Path to Git executable and hit the tab key.
	__17.  Verify your settings look as below:
	__18.  Scroll down and click Save.

	Part 2 -  Review

	Lab 13 -  Create a Jenkins Job
	Part 1 -  Enable Jenkins' Maven Plugin
	__1.  Go to the Jenkins console:
	__2.  Click on the Manage Jenkins link
	__3.  Click on Manage Plugins
	__4.  Click on the Available tab.
	__5.  In the filter box at the top-right of the window, enter 'maven'. Note: Don't hit Return!
	__6.  Entering the filter text will narrow down the available plugins a little.  Scroll down to find the 'Maven Integration Plugin' listing, and click on the checkbox next to it.
	__7.  Click on Install Without Restart.
	__8.  Click on Go back to the top page.

	Part 2 -  Create a Git Repository
	__1.  Open the folder C:\LabFiles\Create A Jenkins Job\SimpleGreeting.
	__2.  Right click in the empty area and select Git Bash Here.  The Git command prompt will open.
	__3.  Enter the following command:
	__4.  Enter the following lines.  Press enter after each line:
	__5.  Enter the following lines to actually create the Git repository:
	__6.  Enter the following, to create a folder called repos under the C:\Software folder.  
	__7.  Enter the following to clone the current Git repository into a new remote repository.

	Part 3 -  Create the Jenkins Job
	__1.  Go to the Jenkins console:
	__2.  Click on the New Item link.
	__3.  Enter SimpleGreeting for the project name.
	__4.  Select Maven Project as the project type.
	__5.  Click OK, to add a new job.
	__6.  Scroll down to the Source Code Management section and then select Git.
	__7.  Under Repositories, enter C:\Software\repos\SimpleGreeting.git
	__8.  Click the Tab key in your keyboard. 
	__9.  Click Save.
	__10.  You will see the Job screen. Click Workspace.
	__11.  Click Build Now. 
	__12.  After a few seconds the build will complete, the progress bar will stop. Click on Workspace.
	__13.  Find the Build History box, and click on the 'time' value for the most recent build. You should see that the build was successful.
	__14.  Click the Console Output from the left menu.
	__15.  At the end of the console you will also see the build success and successful build finish.

	Part 4 -  Enable Polling on the Repository
	__1.  In the Jenkins web application, navigate to the SimpleGreeting project.  You can probably find the project in the breadcrumb trail near the top of the window.  Alternately, go to the Jenkins home page and then click on the project.
	__2.  Click the Configure link.
	__3.  Scroll down to find the Build Triggers section.
	__4.  Click on the checkbox next to Poll SCM, and then enter '* * * * *' into the Schedule text box. [Make sure there is an space between each *] 
	__5.  Click Save.

	Part 5 -  Import the Project into Eclipse
	__1.  Start Eclipse by  running C:\Software\eclipse\eclipse.exe and use C:\Workspace as Workspace. 
	__2.  Close the Welcome page.
	__3.  From the main menu, select File → Import...
	__4.  Select Git →  Projects from Git.
	__5.  Click Next.
	__6.  Select Clone URI and then click Next.
	__7.  Click on Local File... and then navigate to C:\Software\repos\SimpleGreeting.git
	__8.  Click OK.
	__9.  Back in the Import Projects dialog, click Next.
	__10.  Click Next to accept the default 'master' branch.
	__11.  In the Local Destination pane, leave the defaults and click Next.
	__12.  Select Import as a General Project and click Next.
	__13.  Click Finish.
	__14.  You should see the new project in the Project Explorer, expand it.
	__15.  Right-click on the SimpleGreeting project in the Project Explorer, and then select Configure →  Convert to Maven Project.
	__16.  After few seconds, you should now see the project represented as a Maven project in the Project Explorer.

	Part 6 -  Make Changes and Trigger a Build
	__1.  In the Project Explorer, expand the src/main/java tree node.
	__2.  Expand the com.simple package to reveal the Greeting.java file.
	__3.  Double-click on Greeting.java to open the file.
	__4.  Find the line that says 'return "GOOD";'.  Edit the line to read 'return "BAD";'
	__5.  Save the file by pressing Ctrl-S or selecting File →  Save.
	__6.  Right-click on SimpleGreeting in the Project Explorer and then select Team →  Commit...
	__7.  Enter a few words as a commit message, and then click Commit and Push.
	__8.  Click OK in the status dialog that pops up.
	__9.  Now, flip back to the web browser window that we had Jenkins running in.  If you happen to have closed it, open a new browser window and navigate to http://localhost:8080/SimpleGreeting.  After a few seconds, you should see a new build start up.
	__10.  If you refresh the page, you should see that there is now a 'Test Result Trend' graph that shows we have a new test failure.

	Part 7 -  Fix the Unit Test Failure
	__1.  Back in eclipse , edit the file Greeting.java so that the class once again returns 'GOOD'.
	__2.  As above, save, commit and push the change.
	__3.  Watch the Jenkins web browser window.  After a minute or two you should see the build start automatically, when the build is done then refresh the page.

	Part 8 -  Review

	Lab 14 -  Configure Jenkins Security
	Part 1 -  Enable Jenkins Security
	__1.  Make sure Jenkins is started. Since we configured as windows service it will be started every time you start the machine.
	__2.  Go to the Jenkins console:
	__3.  On the Menu click Manage Jenkins.
	__4.  Click Configure Global Security.
	__5.  Jenkins will display the Configure Global Security page.  
	__6.  Under the Security Realm heading, select Jenkins own user database.  Select Allow users to sign up.
	__7.  Click the Save button at the bottom of the page.

	Part 2 -  Create an Administrative User
	__1.  In the “Manage Jenkins” page (the last part of the lab should have left you here), click on Manage Users.
	__2.  Click on Create User.
	__3.  The system displays the Sign Up page.  Enter the following information in the appropriate fields:
	__4.  When the page looks like below, click on the Create User button.
	__5.  The system will display the list of current users, including the 'admin' user that you just created.
	__6.  Click on Manage Jenkins to return to the management console.

	Part 3 -  Enable Authentication
	__1.  Click on the link for Configure Global Security.
	__2.  Under the Authorization heading, select Project-based Matrix Authorization Strategy.
	__3.  When you click on the radio button above, Jenkins will display a list of global authorizations.  We need to enter the 'admin' user here with full permissions, and then we'll add other users to individual projects.  In the field labeled User/group to add:, enter admin, and then click Add.
	__4.  Jenkins displays the newly-added user in the list of users.  Now we need to select all the permissions.  You could click each permission box listed for 'admin' individually, but to save a little time, if you scroll the window horizontally all the way over to the right-hand side, you'll find a button that will select all the permissions in one operation .  Find that button and click it.
	__5.  All check boxes will be selected. Click Save.
	__6.  Since we have altered the authorization strategy, Jenkins resets its security system, which requires us to log in again.  You will see that wasadmin access has been denied. Click the log out link at the upper-right corner of Jenkins' home page.
	__7.  At the login screen, enter admin as the userid and password as the password, then click log in.
	__8.  Do not save the password.
	__9.  Click the log out link at the upper-right corner of Jenkins' home page.

	Part 4 -  Create a Self-Signed-Up User
	__1.  Click on Create an account in the login page.
	__2.  Jenkins will display the Sign up page.  Enter the following information in the appropriate fields:
	__3.  When the page looks like below, click on the Sign up button.
	__4.  Jenkins will display the Success window.  Do not save the password.
	__5.  Click on the link to go to the top page.
	__6.  Since the new user has no permissions, access is denied.
	__7.  Click on the log out link, and then log back in using 'admin/password'.
	__8.  We should see the main dashboard page.  Click on the SimpleGreeting job (we created this job in an earlier lab).
	__9.  Click Configure.
	__10.  In the configuration page, click on the checkbox marked Enable project-based security, to select it.
	__11.  When you select the checkbox, Jenkins will display a matrix of users and permissions.  In the field marked User/group to add:, enter jane, and then click Add.
	__12.  In the row labeled jane, select the checkboxes for Discover , Read and Workspace.
	__13.  Click Save.
	__14.  We also need to grant jane the 'overall read' permission.  Click Back to Dashboard.
	__15.  Click the Manage Jenkins link, and then select Configure Global Security.
	__16.  Under the Authorization heading, in the field marked User/group to add: enter jane and then click Add.
	__17.  In the row labeled jane, select the checkbox for Read.
	__18.  Click Save.
	__19.  Log out, and then log back in as 'jane/password'.
	__20.  Click on the SimpleGreeting job.
	__21.  Notice that Jane doesn't have full privileges – there is no Build Now or Configure option on the project.
	__22.  Log out of Jenkins.
	__23.  Close all.

	Part 5 -  Review

	Lab 15 -  Add Development Metrics
	Part 1 -  Install the Jenkins Cobertura Plugin 
	__1.  Make sure Jenkins is started. Since we configured as windows service it will be started every time you start the machine.
	__2.  Go to the Jenkins console at: 
	__3.  To install a new plugin, click Manage Jenkins on the left.
	__4.  Click on the Manage Plugins entry.
	__5.  Click on Available tab. 
	__6.  Type cobertura in the Filter and then check the check-box next to Cobertura Plugin.
	__7.  Click on the Download now and Install after restart button at the bottom of the screen.
	__8.  Select the checkbox for Restart Jenkins....
	__9.  Login using admin credentials.
	__10.  Click Back to Dashboard.

	Part 2 -  Enable Jenkins Reporting
	__1.  Click on the job we created for SimpleGreeting.
	__2.  On the left-hand menu, click Configure.
	__3.  Scroll down to the Post-Build Actions section.
	__4.  Click on the Add post-build action button and then select Publish Cobertura Coverage Report.
	__5.  Enter the following for the Cobertura XML Report Pattern.
	__6.  Scroll up to find the Build section.
	__7.  In the Goals and Options text box, enter the following:
	__8.  Click Save.
	__9.  Open Eclipse.
	__10.  In the Project Explorer, navigate to the SimpleGreeting project.
	__11.  Double-click on the file pom.xml to open it.
	__12.  On the lower edge of the editor panel, click on pom.xml to select the XML view of the file.
	__13.  Add the text that is shown in bold text below (the 'plugin' and 'reporting' sections).
	__14.  Save and close the file.
	__15.  Right-click on SimpleGreeting in the Project Explorer and then select Team →  Commit...
	__16.  Enter a few words as a commit message, and click Commit and Push. Then click OK.
	__17.  Back in the Jenkins page, you should see a build launched within a minute or two.  If you don't see an automatic build, click the Build Now to kick off a manual build.
	__18.  Once the build is completed, move the mouse over the build number window and make check that it is successful.
	__19.  Now let's click on the Coverage Report.

	Part 3 -  Review

	Lab 16 -  Create a Pipeline
	Part 1 -  Create a Simple Pipeline
	__1.  To connect to Jenkins, open Firefox and enter the following URL.
	__2.  At the login screen, enter admin as the userid and password as the password, then click log in.
	__3.  Click on the New Item link.
	__4.  Enter 'SimpleGreetingPipeline' as the new item name, and select 'Pipeline' as the item type.
	__5.  When the input looks as above, click on OK to create the new item.
	__6.  Scroll down to the Pipeline section and enter the following in the Script text window.
	__7.  Click on Save to save the changes and return to the project page.
	__8.  Click on Build Now to startup a pipeline instance.
	__9.  After a few moments, you should see the Stage View appear, and successive stages will appear as the build proceeds, until all three stages are completed.

	Part 2 -  Pipeline Definition in a 'Jenkinsfile'
	__1.  Open the Eclipse editor.  If this lab is completed in the normal sequence, you should have the 'SimpleGreeting' project already in Eclipse's workspace.  If not, check out the project from version control (consult your instructor for directions if necessary).
	__2.  In the Project Explorer, right-click on the root node of the SimpleGreeting project, and then select New →  File.  
	__3.  Enter 'Jenkinsfile' as the file name.
	__4.  Click Finish to create the new file.
	__5.  Enter the following text into the new file (Note: this is the same script that we used above, so you could copy/paste it from the Jenkins Web UI if you want to avoid some typing):
	__6.  Save the Jenkinsfile by selecting File →  Save from the main menu, or by hitting Ctrl-S.
	__7.  In the Project Explorer, right-click on the SimpleGreeting node, and then select Team →  Commit...
	__8.  Eclipse will display the Commit Changes dialog.  Click the checkbox next to Jenkinsfile (to include that file in the commit) and enter a commit message.
	__9.  Click Commit and Push, and then click OK to dismiss the status dialog.
	__10.  In the Jenkins user interface, navigate to the root page, and then click on New Item.
	__11.  Enter 'SimpleGreetingPipelineFromGit' as the name of the new item, and select Pipeline as the item type.
	__12.  Click OK to create the new item.
	__13.  Scroll down to the Build Triggers section.  
	__14.  Click on Poll SCM and enter '* * * * *' as the polling schedule.  This entry will cause Jenkins to poll once per minute.
	__15.  Scroll down to the Pipeline section, and change the Definition entry to 'Pipeline Script from SCM'
	__16.  Enter the following:
	__17.  The Pipeline section should look similar to:
	__18.  Click Save to save the new configuration.
	__19.  Click Build Now to launch the pipeline.
	__20.  You should see the pipeline execute, similar to the previous section.

	Part 3 -  Try out a Failing Build
	__1.  In Eclipse, go to the Project Explorer and locate the file 'Greeting.java'.  It will be under src/main/java in the package 'com.simple'.  Open 'Greeting.java'.
	__2.  Locate the line that reads 'return "GOOD";'.  Change it to read 'return "BAD";'
	__3.  Save the file.
	__4.  In the Project Explorer, right-click on Greeting.java and then select Team →  Commit... (This is a shortcut for committing a single file).
	__5.  Enter an appropriate commit message and then click Commit and Push.
	__6.  Click OK in the results box, to close it.
	__7.  Switch back to Jenkins.
	__8.  In a minute or so, you should see a build launched automatically.  Jenkins has picked up the change in the 'Git' repository and initiated a build. If nothing happens then click Build Now.
	__9.  Go back to Eclipse and open the 'Jenkinsfile' if necessary.
	__10.  Alter the 'bat "mvn..." line to read as follows:
	__11.  Save the 'Jenkinsfile'.  Commit and push the changes using the same technique as above.
	__12.  After a minute or so, you should see a new Pipeline instance launched.  If nothing happens then click Build Now.

	Part 4 -  Add a Manual Approval Step
	__1.  Go to 'Eclipse' and open the 'Jenkinsfile' if necessary.
	__2.  Add the following to the end of the file:
	__3.  Save and commit 'Jenkinsfile' as previously.
	__4.  When the pipeline executes, watch for a "paused" stage called 'User Acceptance Test".  If you move your mouse over this step, you'll be able to select "Yes" or "No". 
	__5.  Select Yes and click Proceed, you should see the job run to completion.
	__6.  If you run the pipeline again (click Build Now), but this time, select No on the 'User Acceptance Test', you'll see that the pipeline exits early and doesn't run the 'deploy' stage.

	Part 5 -  Review




